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Chapter 3

Displaying and 
Describing 

Quantitative Data
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3.1 Displaying Quantitative Variables
The monthly average stock price for six years 
leading up to a company’s  (AIG) financial crisis 
are shown. 

It is hard to tell very much from this table of values 
(next slide). 

Just as with categorical data, we wish to display 
this quantitative data in a picture to clarify what we 
see.
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3.1 Displaying Quantitative Variables
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3.1 Displaying Quantitative Variables
Histograms

A histogram is a graph for a quantitative variable.  Since there are 
no categories, we usually slice up all the possible values into bins
and then count the number of cases that fall in each bin.
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3.1 Displaying Quantitative Variables
Relative Frequency Histograms

This graph reports the percentage of cases in each bin.  The two 
graphs are the same, except for the labeling of the vertical axis.
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3.1 Displaying Quantitative Variables
Stem-and-Leaf Displays

Stem-and-leaf displays are like histograms, but they also give     
the individual values.  Below is the AIG stock data.
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3.1 Displaying Quantitative Variables
Stem-and-Leaf Displays

How do stem-and-leaf displays work?  We break each number in 
our dataset into two parts:

1) Use the first digit of a number (called the stem) to name the 
bins.  The stem is to the left of the solid line.

2) Use the next digit of the number (called the leaf) to make the 
“bars”.  The leaf is to the right of the solid line. For example, 
for the number 21, we would write 2 | 1 with 2 serving as the 
stem, 1 as the leaf, and a solid line in between.
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3.1 Displaying Quantitative Variables
Stem-and-Leaf Displays

Example: Show how to display the data 21, 22, 24, 33, 33, 36,   
38, 41 in a stem-and-leaf display.

1
3368
124

4
3
2

Note: If you turn your head sideways to look at the 
display, it resembles the histogram for the same data.
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3.1 Displaying Quantitative Variables

Before making a histogram or a stem-and-leaf display, 
the Quantitative Data Condition must be satisfied: the 
data must be values of a quantitative variable whose 
units are known.

Caution: Categorical data cannot be displayed in a 
histogram or stem-and-leaf display, and quantitative data 
cannot be displayed in a bar chart or a pie chart.
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3.2 Shape

When describing a distribution, attention should be paid 
to

• its shape,

• its center, and 

• its spread.

We describe the shape of a distribution in terms of its 
modes, its symmetry, and whether it has any gaps or 
outlying values.
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3.2 Shape
Modes

Peaks or humps seen in a histogram are called the modes of a 
distribution.

A distribution whose histogram has one main peak is called 
unimodal, two peaks – bimodal (see figure), three or more –
multimodal.
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3.2 Shape
Modes

A distribution whose histogram doesn’t appear to have any mode 
and in which all the bars are approximately the same height is 
called uniform.
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3.2 Shape
Symmetry

A distribution is symmetric if the halves on either side of the   
center look, at least approximately, like mirror images.
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3.2 Shape
Symmetry

The thinner ends of a distribution are called the tails. If one tail 
stretches out farther than the other, the distribution is said to be 
skewed to the side of the longer tail. The distribution below is 
skewed to the right.
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3.2 Shape
Symmetry

The distribution below is skewed to the left.
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3.2 Shape
Outliers

Always be careful to point out the outliers in a distribution: those 
values that stand off away from the body of the distribution. 
Outliers …

• can affect every statistical method we will study.

• can be the most informative part of your data.

• may be an error in the data.

• should be discussed in any conclusions drawn about the 
data.
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3.2 Shape

Characterizing the shape of a distribution is often a           
judgment call. 

Understand the data and how the data was collected.

Think about what kinds of questions you hope to answer 
using your data values.
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3.2 Shape
Example:

How would you describe the shape of the distribution of average 
stock prices from AIG?
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3.3 Center

To find the mean of the variable x (we could call it 
x,) add all the values of the variable and divide that 
sum by the number of data values, n.                 

The mean is a natural summary for unimodal, 
symmetric distributions.

We will use the Greek letter sigma to represent 
sum, so the equation for finding the mean can be 
written as shown. x

x
n
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3.3 Center

If a distribution is skewed, contains gaps, or contains 
outliers, then it is better to use the median – the center 
value that splits the histogram into two equal areas.

The median is found by counting in from the ends of the 
data until we reach the middle value.

The median is said to be resistant because it isn’t 
affected by unusual observations or by the shape of the 
distribution.
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3.3 Center
If a distribution is roughly                                                                              
symmetric, we’d expect the                                                                       
mean and median to be 
close. The histogram below 
depicts monthly trading 
volume of AIG shares                                                                                                         
(in millions of shares) for  
the period 2002 to 2007.                                                                                          
The mean is 170.1 million                                                                               
shares and the median is                                                                     
135.9 million shares. 
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3.4 Spread of the Distribution

We need to determine how spread out the data are 
because the more the data vary, the less a measure of 
center can tell us.

One simple measure of spread is the range, defined as 
the difference between the extremes.

Range = max – min
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3.4 Spread of the Distribution
The range is a single value and it is not resistant to unusual 
observations. Concentrating on the middle of the data avoids             
this problem. 

The quartiles are the values that frame the middle 50% of the 
data. One quarter of the data lies below the lower quartile, Q1,  
and one quarter lies above the upper quartile, Q3.

The interquartile range (IQR) is defined to be the difference 
between the two quartile values.

IQR = Q3 – Q1
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3.4 Spread of the Distribution
The IQR is a reasonable summary of spread, but because it 
only uses the two quartiles of data, it ignores much of the 
information about how individual values vary.

By contrast, the standard deviation takes into account how 
far each value is from the mean.

Like the mean, the standard deviation is appropriate only 
for symmetric distributions and can be influenced by 
outlying observations.
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3.4 Spread of the Distribution

As the name implies, the standard deviation uses 
the deviations of each data value from the mean.  

The average of the squared deviations of the 
values of the variable x from the mean is called the 
variance and is denoted by s2.

2
2 ( )

1
x x

s
n
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3.4 Spread of the Distribution

The variance plays an important role in measuring 
spread, but the units are the square of the original units 
of the data. 

Taking the square root of the variance corrects this issue 
and gives us the standard deviation.

2( )
1

x x
s

n
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3.5 Shape, Center, and Spread – A Summary

Which measures of center and spread should be used 
for a distribution?

•If the shape is skewed, the median and IQR should be 
reported.

•If the shape is unimodal and symmetric, the mean and 
standard deviation and possibly the median and IQR 
should be reported.
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3.5 Shape, Center, and Spread – A Summary

• If there are multiple modes, try to determine if the data 
can be split into separate groups.

• If there are unusual observations point them out and 
report the mean and standard deviation with and 
without the values.

• Always pair the median with the IQR and the mean 
with the standard deviation. 
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3.6 Standardizing Variables

To compare different variables, the values are 
standardized by measuring how far they are from the 
mean in terms of the standard deviation.

We measure the distance from the mean and divide 
by the standard deviation, and the result is the 
standardized value.  

The standardized value tells how many standard 
deviations each value is above or below the overall 
mean.  Usually we call it a z-score.
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Measure how far a value is from the mean by subtracting 
the mean and then divide it by the standard deviation.                      
The resulting value is a standardized value or z-score.  

For example, a z-score of 2 indicates that a data value is 
two standard deviations above the mean.

x xz
s

3.6 Standardizing Variables
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For Example:  Real Estate

Question: A real estate analyst finds from data on 
350 recent sales, that the average price was 
$175,000 with a standard deviation of $55,000. The 
size of the houses (in square feet) averaged 2100 
sq. ft. with a standard deviation of 650 sq. ft. 

Which is more unusual, a house in this town that 
costs $340,000, or a 5000 sq. ft. house?

3.6 Standardizing Variables
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Answer:  Convert both values to z-scores and compare 
which is more extreme.

For the $340,000 house:

For the 5000 sq. ft. house:

3.6 Standardizing Variables

340,000 175,000
3.0

55,000
x xz

x

5000 2100
4.46

650
x xz

x
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For Example:  Real Estate

Answer: Because the z-score of 4.46 is a greater 
number of standard deviations away from its mean, 
it is the more extreme value.  

Therefore, the 5000 square foot house is more 
unusual.

3.6 Standardizing Variables
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3.7 Five-Number Summary and Boxplots

The five-number summary of a distribution reports its 
median, quartiles, and extremes (maximum and 
minimum).

Below is the five-number summary of monthly trading 
volume of AIG shares (in millions of 
shares) for the period 2002 to 2007.
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3.7 Five-Number Summary and Boxplots

Once we have a five-
number summary of a 
variable, we can display 
that information in a 
boxplot.  

A boxplot highlights 
several features of the 
distribution of the 
variable, including the 
quartiles, the median, 
and any outlying values.
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3.7 Five-Number Summary and Boxplots
The central box shows the middle 50% of the data, 
between the quartiles – the height of the box equals the 
IQR.

If the median is roughly centered between the quartiles, 
then the middle half of the data is roughly symmetric. If it 
is not centered, the distribution is skewed.

The whiskers show skewness as well if they are not 
roughly the same length.

The outliers are displayed individually to keep them out 
of the way in judging skewness and to display them for 
special attention.
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3.7 Five-Number Summary and Boxplots

1) Locate the median and quartiles on an axis and 
draw a three short lines.  For AIG data, 
approximate values are Q1= 121, median = 136, 
and Q3 = 82.

2) Then connect the quartile lines to form a box.

To make a boxplot:
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3.7 Five-Number Summary and Boxplots

3)  Determine the “fences” by computing the upper 
fence 1.5 IQRs above the upper quartile and the 
lower fence 1.5 IQRs below the lower quartile.

4) Draw lines (whiskers) from each end of the box 
up and down to the most extreme data values 
found within the fences. 

5)   Display any outliers with special symbols like 
dots or asterisks. 
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3.7 Five-Number Summary and Boxplots

Example: Gretzky  Wayne Gretzky scored 50% 
more points than anyone else who played 
professional hockey.  Here are the number of 
games Gretzky played during each of his 20 
seasons.  Create a stem-and-leaf display.

80, 80, 80, 80, 80, 80, 81, 82, 82, 79, 79, 78, 78, 
74, 74, 73, 70, 64, 48, 45 
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3.7 Five-Number Summary and Boxplots

Example (continued): Gretzky  Wayne Gretzky scored 50%     
more points than anyone else who played professional hockey.  
Here are the number of games Gretzky played during each of his 
20 seasons.  Create a stem-and-leaf display.
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3.7 Five-Number Summary and Boxplots

Example (continued): Gretzky  Wayne Gretzky scored 
50%   more points than anyone else who played 
professional hockey.  Here are the number of games 
Gretzky played during each of his 20 seasons.  Create a 
boxplot.

80, 80, 80, 80, 80, 80, 81, 82, 82, 79, 79, 78, 78, 74, 74, 
73, 70, 64, 48, 45 

Copyright © 2017, 2015 Pearson Education. All rights reserved. 42

3.7 Five-Number Summary and Boxplots

Example (continued): Gretzky  Wayne Gretzky scored 50%   
more points than anyone else who played professional hockey.  
Here are the number of games Gretzky played during each of his 
20 seasons.  Create a boxplot.
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3.7 Five-Number Summary and Boxplots

Example (continued): Gretzky  Wayne Gretzky scored 
50%   more points than anyone else who played 
professional hockey.  Here are the number of games 
Gretzky played during each of his 20 seasons.  Describe 
the distribution.  What unusual features do you see?

80, 80, 80, 80, 80, 80, 81, 82, 82, 79, 79, 78, 78, 74, 74, 
73, 70, 64, 48, 45 
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3.7 Five-Number Summary and Boxplots

Example (continued): Gretzky  Wayne Gretzky scored 50%  
more points than anyone else who played professional hockey.  
Here are the number of games Gretzky played during each of 
his 20 seasons. Describe the distribution.  What unusual 
features do you see?

The distribution of the number of games played per season by 
Wayne Gretzky is skewed to the left with 2 outliers. He may 
have been injured during these seasons. The season with 64 
games is also separated by a gap. The median is 79 games, 
the range is 37 games, and the IQR is 6.5 games.
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3.8 Comparing Groups
In attempting to understand data, look for patterns,        
differences, and trends over different time periods.

We can split the data into smaller groups and display histograms 
for each group.  Histograms for AIG data single years (2002 and 
2003) are shown below.
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3.8 Comparing Groups
Histograms work well for comparing two groups, but boxplots  
offer better results for side-by-side comparison of several    
groups.

Below the AIG data is displayed in yearly boxplots.
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3.8 Comparing Groups
What happened in 2008?  We can further partition 2008 into 
months and compare those boxplots as well:
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3.8 Comparing Groups
Example: Downloads
The chief financial officer of 
a music download site just 
secured the rights to offer 
downloads of a new music 
album.  
She’d like to see how well 
it’s selling, so she collected 
the number of downloads 
per hour for the past 24 
hours.
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3.8 Comparing Groups
Example: Downloads
Compare the a.m. 
downloads to the p.m. 
downloads by displaying the 
two distributions side-by-
side.  Summarize.
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3.8 Comparing Groups
Example: Downloads
There are generally more
downloads in the afternoon than in 
the morning. 
The median number of afternoon 
downloads is around 22 as 
compared with 14 for the morning 
hours. 
The p.m. downloads are also much 
more consistent.
The entire range of the p.m. hours, 
15, is about the size of the IQR for 
a.m. hours.
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3.8 Comparing Groups
Example: Downloads
Both distributions appear to be 
fairly symmetric, although the a.m. 
hour distribution has some high 
points which seem to give some 
asymmetry.
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3.9 Identifying Outliers
What should be done with outliers?

They should be understood in the context of the data. An 
outlier for a year of data may not be an outlier for the month in 
which it occurred and vice versa.

They should be investigated to determine if they are in error. 
The values may have simply been entered incorrectly. If a 
value can be corrected, it should be.

They should be investigated to determine why they are so 
different from the rest of the data. For example, were extra 
sales or fewer sales seen because of a special event like a 
holiday.
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3.9 Indentifying Outliers
Example: Real Estate
A real estate report lists the following prices for sales of 
single family homes in a small town in Virginia (rounded 
to the nearest thousand). 
Write a couple of sentences describing house prices in 
this town.
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3.9 Indentifying Outliers
Example: Real Estate
A boxplot shows an extreme outlier, at $339.4 million.  A 
check on the Internet shows this is clearly a mistake, 
warranting removal.
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3.9 Indentifying Outliers
Example: Real Estate
The distribution of prices is strongly skewed to the right. 
The median price is $160,000. 
The minimum is $122,000 and the maximum (without the 
outlier) is $330,000. 

The middle 50% of house 
prices lie between 
$144,000 and $212,500 
with an IQR of $68,500.
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3.10 Time Series Plots
A display of values against time is sometimes called a time             
series plot. Below we have a time series plot of the AIG daily 
closing prices in 2007.
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3.10 Time Series Plots
Time series plots often show a great deal of point-to-point 
variation, but general patterns do emerge from the plot.

Time series plots may be drawn with the points connected. Below 
the AIG data from before is displayed this way.
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3.10 Time Series Plots
To better understanding the trend of times series data, plot a 
smooth trace. A trace is typically created using a statistics 
software package and will be discussed in a later section.

The AIG data has been plotted with a smooth trace below.

Unless there is strong 
evidence for doing 
otherwise, we should 
resist the temptation to 
think that any trend we 
see will continue 
indefinitely.
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3.10 Time Series Plots
Consider the time series plot for the AIG monthly stock closing 
price in 2008. The histogram showed a symmetric, possibly 
unimodal distribution.

The time series plot shows a period of gently falling prices and 
then the severe decline in September, followed by very low prices.
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3.10 Time Series Plots
When a time series is stationary (without a strong trend or    
change in variability), then a histogram can provide a useful 
summary.

However, when the time series is not stationary like the AIG prices 
after 2007, a histogram is unlikely to display much of interest; a 
time series plot would be more informative.
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*3.11 Transforming Skewed Data
Example: Below we display the very-skewed distribution of 
total compensation for the CEOs of the 500 largest 
companies. 

What is the “center” of this distribution? Are there outliers?
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*3.11 Transforming Skewed Data
When a distribution is skewed, it can be hard to summarize        
the data simply with a center and spread, and hard to 
decide whether the most extreme values are outliers or just 
part of the stretched-out tail.

One way to make a skewed distribution more symmetric is 
to re-express, or transform, the data by applying a simple 
function to all the data values.

If the distribution is skewed to the right, we often transform 
using logarithms or square roots; if it is skewed to the left, 
we may square the data values.
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*3.11 Transforming Skewed Data
Example: Below we display the transformed distribution of       
total compensation for the CEOs of the 500 largest        
companies. 

This histogram is much 
more symmetric, and we 
see that a typical log 
compensation is between 
6.0 and 8.0 or $1 million 
and $100 million in the 
original terms.
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• Don’t make a histogram of a categorical variable. 
The histogram below of policy numbers is not at all informative.
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• Choose a scale appropriate to the data. 

• Avoid inconsistent scales. Don’t change scales in the middle of 
a plot, and compare groups on the same scale.

• Label variables and axes clearly.

• Do a reality check. Make sure the calculated summaries make 
sense.

• Don’t compute numerical summaries of a categorical variable.
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• Watch out for multiple modes. If the data has multiple           
modes, consider separating the data. 

• Beware of outliers.
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What Have We Learned?
Make and interpret histograms to display the       
distribution of a variable.
• We understand distributions in terms of their shape, 

center, and spread.
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What Have We Learned?
Describe the shape of a distribution.
• A symmetric distribution has roughly the same shape 

reflected around the center
• A skewed distribution extends farther on one side than on 

the other.
• A unimodal distribution has a single major hump or 

mode; a bimodal distribution has two; multimodal 
distributions have more.

• Outliers are values that lie far from the rest of the data.
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What Have We Learned?
Compute the mean and median of a distribution, and          
know when it is best to use each to summarize the           
center.
• The mean is the sum of the values divided by the count. 

It is a suitable summary for unimodal, symmetric 
distributions.

• The median is the middle value; half the values are 
above and half are below the median. It is a better 
summary when the distribution is skewed or has outliers.
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What Have We Learned?
Compute the standard deviation and interquartile range 
(IQR), and know when it is best to use each to       
summarize the spread.
• The standard deviation is roughly the square root of the 

average squared difference between each data value and 
the mean. It is the summary of choice for the spread of 
unimodal, symmetric variables.

• The IQR is the difference between the quartiles. It is often 
a better summary of spread for skewed distributions or 
data with outliers.
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What Have We Learned?
Standardize values and use them for comparisons of 
otherwise disparate variables.
• We standardize by finding z-scores. To convert a data 

value to its z-score, subtract the mean and divide by the 
standard deviation.

• z-scores have no units, so they can be compared to z-
scores of other variables.

• The idea of measuring the distance of a value from the 
mean in terms of standard deviations is a basic concept 
in Statistics and will return many times later in the course.
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What Have We Learned?
Find a five-number summary and, using it, make a    
boxplot. Use the boxplot’s outlier nomination rule to  
identify cases that may deserve special attention.
• A five-number summary consists of the median, the 

quartiles, and the extremes of the data.
• A boxplot shows the quartiles as the upper and lower 

ends of a central box, the median as a line across the 
box, and “whiskers” that extend to the most extreme 
values that are not nominated as outliers.

• Boxplots display separately any case that is more than 
1.5 IQRs beyond each quartile. These cases should be 
considered as possible outliers.
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What Have We Learned?
Use boxplots to compare distributions.
• Boxplots facilitate comparisons of several groups. It 

is easy to compare centers (medians) and spreads 
(IQRs).

• Because boxplots show possible outliers separately, 
any outliers don’t affect comparisons.
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What Have We Learned?
Make and interpret time plots for time series data.
• Look for the trend and any changes in the spread of the      

data over time.
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Chapter 4

Correlation and 
Linear Regression
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A scatterplot, which plots one quantitative variable against 
another, is an effective display to look for trends, patterns, 
and relationships between two quantitative variables.

Scatterplots are the ideal way to picture associations
between two quantitative variables.



QTM1310/ Sharpe

39

Copyright © 2017, 2015 Pearson Education. All rights reserved. 77

4.1 Looking at Scatterplots

The direction of the association is important.

A pattern that runs from the upper left to the lower right is said 
to be negative.

A pattern running from the lower left to the upper right is  called 
positive.
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4.1 Looking at Scatterplots

The second thing to look for in a scatterplot is its form.

If there is a straight line relationship, it will appear as a cloud or 
swarm of points stretched out in a generally
consistent, straight form.  This is called linear form.

Sometimes the relationship curves gently, while still increasing 
or decreasing steadily; sometimes it curves sharply up then 
down.
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4.1 Looking at Scatterplots

The third feature to look for in a scatterplot is the strength of   
the relationship.

Do the points appear tightly clustered in a single stream or do 
the points seem to be so variable and spread out that we can 
barely discern any trend or pattern?
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4.1 Looking at Scatterplots

Finally, always look for the unexpected.

An outlier is an unusual observation, standing away from the 
overall pattern of the scatterplot.
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4.1 Looking at Scatterplots

The Texas Transportation Institute issues an annual report      
on traffic congestion and its cost to society and business.  
Describe the scatterplot of Congestion Cost against Freeway 
Speed.  
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4.1 Looking at Scatterplots

The Texas Transportation Institute issues an annual report     on 
traffic congestion and its cost to society and business.  

The scatterplot of Congestion                                                             
Cost against Freeway Speed
is roughly linear, negative,                                                                   
and strong.  As the Peak                                                                         
Period Freeway Speed (mph)                                                         
increases, the Congestion                                                                         
Cost per person tends to decrease.
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4.1 Looking at Scatterplots
Example: Age of Cyclists

Here’s data on the mean age of 
cyclists killed each year during the 
decade from 1998 to 2010.  Make 
a scatterplot and summarize what 
it says.
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4.1 Looking at Scatterplots
Example: Age of Cyclists

The mean age of cyclist traffic deaths has been increasing 
almost linearly during the period.  The trend is a strong one.
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4.2 Assigning Roles to Variables in Scatterplots

To make a scatterplot of two quantitative variables, assign one 
to the y-axis and the other to the x-axis.

Be sure to label the axes clearly, and indicate the scales of the 
axes with numbers.

Each variable has units, and these should appear with the 
display—usually near each axis.
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Each point is placed on a scatterplot at a position that 
corresponds to values of the two variables. 

The point’s horizontal location is specified by its x-
value, and its vertical location is specified by its y-
value variable.

Together, these variables are known as coordinates
and written (x, y).

4.2 Assigning Roles to Variables in Scatterplots
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One variable plays the role of the explanatory or 
predictor variable, while the other takes on the role of 
the response variable.

We place the explanatory variable on the x-axis and 
the response variable on the y-axis.

The x- and y-variables are sometimes referred to as 
the independent and dependent variables, 
respectively.

4.2 Assigning Roles to Variables in Scatterplots
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Example: Age of Cyclists

When examining the ages of 
victims in cycle/car accidents, 
why does it make sense to 
plot year on the x-axis and 
mean age on the y-axis?

4.2 Assigning Roles to Variables in Scatterplots
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Example: Age of Cyclists

We are interested in how the 
age of accident victims might 
change over time, so we think 
of the year as the basis for 
prediction and the mean age 
of victims as the variable that 
is predicted.

4.2 Assigning Roles to Variables in Scatterplots
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4.3 Understanding Correlation
When two quantitative variables have a linear association, a 
measure of “how strong is the association” is needed.

This measure should not depend on units for the variable, so 
standardized values are used.  

Since x’s and y’s are paired, multiply each standardized value 
of x by the standardized value it is paired with and add up those 
crossproducts.  Divide by n -1.

The ratio of the sum of the product zxzy for 
every point in the scatterplot to n – 1 is 
called the correlation coefficient. 1

x yz z
r

n
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4.3 Understanding Correlation

Correlation Conditions

Correlation measures the strength of the linear 
association between two quantitative variables.  
Before using correlation, you must check three 
conditions:
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4.3 Understanding Correlation

Correlation Conditions

• Quantitative Variables Condition: Correlation applies only 
to quantitative variables.

• Linearity Condition: Correlation measures the strength 
only of the linear association.  If the underlying 
relationship is curved, summarizing its strength with a 
correlation would be misleading.

• Outlier Condition: Unusual observations can distort the 
correlation.  When you see an outlier, it’s often a good 
idea to report the correlation both with and without the 
point.
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4.3 Understanding Correlation

Correlation Properties
• The sign of a correlation coefficient gives the 

direction of the association.

• Correlation is always between –1 and +1.  It can 
be exactly –1 or +1, but these values are unusual 
because it means all of the data points fall exactly
on a straight line.

• Correlation treats x and y symmetrically.

• Correlation has no units.
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4.3 Understanding Correlation

Correlation Properties

• Correlation is not affected by changes in the 
center or scale of either variable.

• Correlation measures the strength of the linear 
association between the two variables.

• Correlation is sensitive to unusual observations.
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4.3 Understanding Correlation

Correlation Tables

Sometimes the correlations between each pair of 
variables in a data set are arranged in a table like 
the one below.
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4.4 Lurking Variables and Causation

There is no way to conclude from a high correlation 
alone
that one variable causes the other. 

There’s always the possibility that some third 
variable—a lurking variable—is simultaneously 
affecting both of the variables you have observed.
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4.4 Lurking Variables and Causation

The scatterplot below shows Life Expectancy (average of     
men and women, in years) against Doctors per Person for 40 
countries of the world. 

The correlation is strong, positive, and linear (r = 0.705).

Should we send more doctors to developing countries to 
increase life expectancy?
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4.4 Lurking Variables and Causation

Should we send more doctors to developing countries to 
increase life expectancy?

No.  Countries with higher standards of living have both longer 
life expectancies and more doctors.  

Higher standard of living is a lurking variable.

Resist the temptation to conclude that x causes y from a 
correlation, no matter how obvious the conclusion may seen.
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Example: Age of Cyclists

An insurance company analyst 
suggests that the data on ages of 
cyclist accident deaths are actually 
due to the entire population of 
cyclists getting older and
not to a change in the safe riding 
habits of older cyclists. 

What would we call the mean 
cyclist age if we had that variable 
available?

4.4 Lurking Variables and Causation
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Example: Age of Cyclists

It would be a lurking variable. 
If the entire population of cyclists is 
aging then that would lead to the 
average age of cyclists in 
accidents increasing.

4.4 Lurking Variables and Causation
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4.5 The Linear Model
Let’s look at the relationship between Amazon’s 
book prices and weights. The relationship is 
moderate, positive, and linear (r = 0.498).
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4.5 The Linear Model
We can model the relationship with a line and give 
the equation. 

Specifically, we can find a linear model to describe 
the relationship
we saw between Price and Weight. 

A linear model is just an equation of a straight line 
through the data. 

The points in the scatterplot don’t all line up, but a 
straight line can summarize the general pattern with 
only a few parameters.
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4.5 The Linear Model
Residuals

We know the model won’t be perfect. 

No matter what line we draw, it won’t go through many of 
the points.

Our question now is how to find the right line.
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4.5 The Linear Model
Residuals

A linear model can be written in the form                      where b0
and b1 are numbers estimated from the data and    is the   
predicted value.

The difference between the predicted value and the observed 
value, y, is called the residual and is denoted e.

yye ˆ

ŷ
xbby 10ˆ
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4.5 The Linear Model
The Line of “Best Fit”

Some residuals will be positive and some negative, so 
adding up all the residuals is not a good assessment of 
how well the line fits the data.

If we consider the sum of the squares of the residuals, 
then the smaller the sum, the better the fit.

The line of best fit is the line for which the sum of the 
squared residuals is smallest – often called the least 
squares line.
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4.6 Correlation and the Line
Straight lines can be written as                      

The scatterplot of real data won’t fall exactly on a line so we 
denote the model of predicted values by the equation                     

But if the model is a good one, the data values will scatter closely 
around it.

The “hat” on the y will be used to represent an approximate, or 
predicted, value.

.10 xbby

.ˆ 10 xbby
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4.6 Correlation and the Line
For the Amazon book data, the line is:

A slope of 0.477 says that 
we can expect a book that 
weighs an ounce more to 
about $0.48 more.

10.35 0.477Price Weight
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4.6 Correlation and the Line
For the Amazon book data, the line is:

The intercept of 10.35 is the 
value of the line when the x-
variable is zero.  

A weightless physical book 
isn’t possible, so we 
wouldn’t use these data to 
predict such a price.

10.35 0.477Price Weight
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4.6 Correlation and the Line
We can find the slope of the least squares line using the 
correlation and the standard deviations.

x

y

s
s

rb1

The slope gets its sign from the correlation. If the correlation is 
positive, the scatterplot runs from lower left to upper right and the 
slope of the line is positive.

The slope gets its units from the ratio of the two standard 
deviations, so the units of the slope are a ratio of the units of the 
variables.
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4.6 Correlation and the Line
To find the intercept of our line, we use the means. If our line 
estimates the data, then it should predict     for the x-value 
Thus we get the following relationship from our line.

xbby 10

We can now solve this equation for the intercept to obtain the 
formula for the intercept.

y .x

xbyb 10
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4.6 Correlation and the Line
It’s easy to use the estimated linear model to predict the 
price of a book from its weight. 

Consider, for example, Peter Drucker’s book Innovation 
and Entrepreneurship.

According to Amazon, the book weighs 6.4 ounces.

10.35 0.477 6.4 $13.40Price  
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4.6 Correlation and the Line
In fact, the book’s list price is $16.99. 

The difference between the observed value and 
the value predicted by the regression equation is 
called the residual. 

For Drucker’s book, the residual is

$16.99 13.40 $3.59
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4.6 Correlation and the Line

1) Quantitative Variables Condition
2) Linearity Condition
3) Outlier Condition

Least squares lines are commonly called regression
lines. We’ll need to check the same condition for 
regression as we did for correlation.
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4.6 Correlation and the Line
Example: Given summary statistics for the cyclist data, find 
the slope and intercept for the line of best fit.

1
3.26(0.96) 0.80
3.89

y

x

s
b r

s

0 1 37.85 (0.80)(2004) 1565.35b y b x

1565.35 0.80MeanAge Year

y x37.85; 2004; s 3.26; s 3.89; 0.96y x r
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4.6 Correlation and the Line
Understanding Regression from Correlation

If we consider finding the least squares line for standardized 
variables zx and zy, the formula for slope can be simplified.

rr
s
s

rb
x

y

z

z

1
1

1

The intercept formula can be rewritten as well.

00010 rzbzb xy
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4.6 Correlation and the Line
Understanding Regression from Correlation

From the values for slope and intercept for the standardized 
variables, we may rewrite the regression equation.

From this we see that for an observation 1 SD above the mean in 
x, you’d expect y to have a z-score of r.

xy rzẑ
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4.6 Correlation and the Line
Understanding Regression from Correlation 
For the Amazon book data, the correlation is 0.498. We can now   
express the relationship for the standardized variables.

This means that a book that is one standard deviation heavier 
than the mean book is predicted by our model to cost about half a 
standard deviation more than the mean book.

ˆ 0.498Price Weightz z
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4.7 Regression to the Mean
The equation below shows that if x is 2 SDs above its mean,      
we won’t ever move more than 2 SDs away for y, since r
can’t be bigger than 1.

So, each predicted y tends to be closer to its mean than its 
corresponding x was.

This property of the linear model is called regression to the mean.

xy rzẑ
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4.8 Checking the Model
Models are useful only when specific assumptions are 
reasonable. We check conditions that provide information 
about the assumptions.

1) Quantitative Data Condition – linear models only make 
sense for quantitative data, so don’t be fooled by 
categorical data recorded as numbers.

2) Linearity Assumption – check Linearity Condition – two 
variables must have a linear association, or a linear model 
won’t mean a thing.

3) Outlier Condition – outliers can dramatically change a 
regression model.

4) Equal Spread Condition – check a residual plot for equal 
scatter for all x-values.
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4.8 Checking the Model
The residuals are the part of the data that hasn’t been       
modeled.

 PredictedDataResidualResidual  PredictedData  

We have written this in symbols previously.

yye ˆ
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4.8 Checking the Model
Residuals help us see whether the model makes 
sense. 

A scatterplot of residuals against predicted values 
should show nothing interesting – no patterns, no 
direction, no shape.

If nonlinearities, outliers, or clusters in the residuals are 
seen, then we must try to determine what the 
regression model missed.
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4.8 Checking the Model
For the Amazon book prices, here are the residuals plotted 
against the predicted values:

There are no patterns or interesting features, so a linear model 
makes sense
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4.8 Checking the Model
A plot of the residuals is given below. The residual plot 
reveals a curved pattern, which tells us the scatterplot 
is also nonlinear.  A linear model is inappropriate for 
the original data.
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4.8 Checking the Model

The standard deviation of the residuals, se, gives us a         
measure of how much the points vary around the regression line.  

We estimate the standard deviation of the residuals as shown 
below.

The standard deviation around the line should be the same 
wherever we apply the model – this is called the Equal Spread 
Condition.

2

2

n
e

se
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4.8 Checking the Model
A plot of the residuals is given below. It appears that the 
spread in the residuals is increasing, left to right.
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Example: Age of Cyclists

Here is a scatterplot of the 
residuals for the linear model found 
for the cyclist data.  Comment.

4.8 Checking the Model
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Example: Age of Cyclists

The plot shows some remaining 
pattern in the form of four possible, 
nearly parallel, lower left to upper 
right trends. A further analysis may 
want to determine the reason for 
this pattern.

4.8 Checking the Model
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4.9 Variation in the Model and R2

The variation in the residuals is the key to 
assessing how well a model fits. 

If the correlation were 1.0, then the model 
predicts y perfectly, the residuals would all be 
zero and have no variation.

If the correlation were 0, the model would predict 
the mean for all x-values.  The residuals would 
have the same variability as the original data.
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4.9 Variation in the Model and R2

How is the thickness of 
a book related to the 
number of pages? 

We certainly expect
books with more pages 
to be thicker, but can we 
find a model to relate 
these two variables?

Here’s a scatterplot of 
the data:

Copyright © 2017, 2015 Pearson Education. All rights reserved. 130

4.9 Variation in the Model and R2

The model is

which says that a book 
starts out about 0.28 
inches thick (covers?) and 
then have about 0.00189 
inches per page of 
thickness.  

The data have a 
correlation of 0.822.

0.28 0.00189Thickness Pages
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4.9 Variation in the Model and R2

We can see that the residuals 
vary less than the original 
thickness values did.  

Consider the total amount of 
variation displayed in both 
graphs.  

If you had to put a number 
between 0% and 100% on the 
fraction of variation left in the 
residuals, what would you 
guess?
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4.9 Variation in the Model and R2

We can construct a measure 
that tells us where our model 
falls between being perfect and 
being useless.  
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4.9 Variation in the Model and R2

All regression models fall somewhere between the 
two extremes of zero correlation or perfect correlation 
of plus or  minus 1. 

We consider the square of the correlation coefficient r
to get r2 which is a value between 0 and 1.

r2 gives the fraction of the data’s variation accounted 
for by the model and 1 – r2 is the fraction of the 
original variation left in the residuals.
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4.9 Variation in the Model and R2

r2 by tradition is written R2 and called “R squared”.

The Amazon book thickness model had an R2 of 
(0.822)2 = 0.676. 

Thus 67.6% of the variation in Thickness is accounted for 
by the number of pages, and 1 – 0.676 = 0.324 or 32.4% 
of the variability in Thickness has been left in the 
residuals.
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4.9 Variation in the Model and R2

How Big Should R2 Be?

There is no value of R2 that automatically determines 
that a regression is “good”.

Data from scientific experiments often have R2 in the 
80% to 90% range.

Data from observational studies may have an acceptable 
R2 in the 30% to 50% range.

Copyright © 2017, 2015 Pearson Education. All rights reserved. 136

4.9 Variation in the Model and R2

Example: Cyclists
Find and interpret the R2 for the regression of cyclist 
death ages vs. time.  We recall that r = 0.96.
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4.9 Variation in the Model and R2

Example: Cyclists
We are given the correlation, r = 0.96. R2 is the square of this, 
or 0.92. It tells us that 92% of the variation in the mean age of 
cyclist deaths can be accounted for by the trend of increasing 
age over time.
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4.10 Reality Check:
Is the Regression Reasonable?

• The results of a statistical analysis should reinforce 
common sense.

• Is the slope reasonable?

• Does the direction of the slope seem right?

• Always be skeptical and ask yourself if the answer is 
reasonable.
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4.11  Nonlinear Relationships

Everything discussed in chapter 4 requires the 
underlying relationship to be linear.  If the relationship 
is not linear, there are three basic approaches, each 
with advantages and disadvantages.
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4.11  Nonlinear Relationships

The Human Development Index (HDI) combines economic 
information, life expectancy, and education to provide a general 
measure of quality of life.

Consider cell phone 
growth vs. HDI for 152 
countries of the world.  
The scatterplot reveals a 
nonlinear relationship 
that is not appropriate for 
linear regression.
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4.11  Nonlinear Relationships

You might think that we should just fit some curved function 
such as an exponential or quadratic to a shape like this. 
But using curved functions is complicated, and the resulting 
model can be difficult to interpret.

This approach isn’t often
used.
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4.11  Nonlinear Relationships

A better approach to a nonlinear relationship is to transform 
or re-express one or both of the variables by a function such 
as the square root, logarithm, or reciprocal. Logs of the 
number of Cell Phones were taken:
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4.11  Nonlinear Relationships

The advantage of re-expressing variables is that we can use 
regression models, along with all the supporting statistics still to 
come. 
The disadvantage is that we must interpret our results in terms 
of the re-expressed data, and it can be difficult to explain what 
we mean by the logarithm of the number of cell phones in a 
country.
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• Don’t say “correlation” when you mean “association.”

• Don’t correlate categorical variables.

• Make sure the association is linear.

• Beware of outliers.

• Don’t confuse correlation with causation.

• Watch out for lurking variables.
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• Don’t fit a straight line to a nonlinear relationship.

• Beware of extraordinary points.

• Don’t extrapolate far beyond the data.  A linear model 
will often do a reasonable job of summarizing a 
relationship in the range of the observed x-values.

• Don’t choose a model based on R2 alone.
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What Have We Learned?

Make a scatterplot to display the relationship between two 
quantitative variables.
• Look at the direction, form, and strength of the 

relationship, and any outliers that stand away from the 
overall pattern.
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What Have We Learned?

Provided the form of the relationship is linear, summarize 
its strength with a correlation, r.
• The sign of the correlation gives the direction of the 

relationship.
• A correlation of 1 or is a perfect linear relationship. A 

correlation of 0 is a lack of linear relationship.
• Correlation has no units, so shifting or scaling the data, 

standardizing, or even swapping the variables has no 
effect on the numerical value.

• A large correlation is not a sign of a causal relationship.
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What Have We Learned?

Model a linear relationship with a least squares regression 
model.
• The regression (best fit) line doesn’t pass through all the 

points, but it is the best compromise in the sense that the 
sum of squares of the residuals is the smallest possible.

• The slope tells us the change in y per unit change in x.
• The R2 gives the fraction of the variation in y accounted 

for by the linear regression model.



QTM1310/ Sharpe

75

Copyright © 2017, 2015 Pearson Education. All rights reserved. 149

What Have We Learned?

Recognize regression to the mean when it occurs in data.
• A deviation of one standard deviation from the mean in 

one variable is predicted to correspond to a deviation of r 
standard deviations from the mean in the other. Because 
r is never more than 1, we predict a change toward the 
mean.

Examine the residuals from a linear model to assess the 
quality of the model.
• When plotted against the predicted values, the residuals 

should show no pattern and no change in spread.
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Chapter 7

The Normal and 
other Continuous 

Distributions
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7.1 The Standard Deviation as a Ruler

Recall that z-scores provide a standard way to compare 
values.

A z-score reports the number of standard deviations 
away from the mean.

In this way, we use the standard deviation as a ruler, 
asking how many standard deviations a value is from the 
mean.
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7.1 The Standard Deviation as a Ruler
The 68-95-99.7 Rule

In a unimodal, symmetric distribution, about 68% of the 
values fall within one standard deviation of the mean, about 
95% of the values fall within two standard deviations of the 
mean, and about 99.7% of the values fall within three 
standard deviations of the mean.
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7.1 The Standard Deviation as a Ruler

For Example:  On August 8, 2011, the Dow dropped 634.8 
points, sending shock waves through the financial 
community.  

During mid-2011 to mid-2012, the mean daily change for 
the Dow was 1.87 with a standard deviation of 155.28 
points.

The daily changes in the Dow looked unimodal and 
symmetric, so use the 68-95-99.7 Rule to characterize how 
extraordinary the 634.8 point drop really was.
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7.1 The Standard Deviation as a Ruler

Convert the 634.8 point drop to a z-score:

A z-score with a magnitude bigger than 3 will occur with 
probability of less than 0.0015, so this z-score of under 4 is 
even less likely.  This was a truly extraordinary event.

634.8 1.87 4.10
155.28

y yz
s
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7.2 The Normal Distribution

The model for symmetric, bell-shaped, unimodal histograms 
is called the Normal model.

We write N( , ) to represent a Normal model with mean 
and standard deviation .

The model with mean 0 and standard deviation 1 is called  
the standard Normal model (or the standard Normal 
distribution).  This model is used with standardized z-
scores.
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7.2 The Normal Distribution

Finding Normal Percentiles
When the standardized value falls exactly 0, 1, 2, or 3 
standard deviations from the mean, we can use the 68-
95-99.7% rule to determine Normal probabilities.  

When the standardized value does not, we can look it 
up in a table of Normal percentiles.

Tables use the standard Normal model, so we’ll have to 
convert our data to z-scores before using the table.

These days, we can also find probabilities associated 
with z-scores use technology like calculators, statistical 
software, and websites.
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7.2 The Normal Distribution

Example 1: Each Scholastic Aptitude Test (SAT) has a 
distribution that is roughly unimodal and symmetric and is 
designed to have an overall mean of 500 and a standard 
deviation of 100.

Suppose you earned a 600 on an SAT test. From the 
information above and the 68-95-99.7 Rule, where do you stand 
among all students who took the SAT?
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7.2 The Normal Distribution

Example 1 (continued): Because we’re told that the 
distribution is unimodal and symmetric, with a mean of 500 
and an SD of 100, we’ll use a N(500,100) model.
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7.2 The Normal Distribution

Example 1 (continued): A score of 600 is 1 SD above the 
mean. That corresponds to one of the points in the  68-95-
99.7% Rule. 

About 32% (100% – 68%) of those who took the test were more 
than one SD from the mean, but only half of those were on the 
high side. 

So about 16% (half of 32%) of the test scores were better than 
600.
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7.2 The Normal Distribution

Example 2: Assuming the SAT scores are nearly normal 
with N(500,100), what proportion of SAT scores falls 
between 450 and 600?
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7.2 The Normal Distribution
Example 2 (continued):

First, find the z-scores associated with each value:

For 600, z = (600 – 500)/100 = 1.0 
For 450, z = (450 – 500)/100 = –0.50.

Label the axis below the picture either in the original values or 
the z-scores or both as in the following picture.
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7.2 The Normal Distribution
Example 2 (continued):
Using a table or calculator, we find the area z  1.0 = 0.8413, 
which means that 84.13% of scores fall below 1.0,.

The area z  –0.50 = 0.3085, which means that 30.85% of the 
values fall below –0.5.

The proportion of z-scores between them is 84.13% – 30.85% 
= 53.28%. So, the Normal model estimates that about 53.3% of 
SAT scores fall between 450 and 600.
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7.2 The Normal Distribution

Sometimes we start with areas and are asked to work 
backward to find the corresponding z-score or even the 
original data value.

Example 3: A college says it admits only people with SAT 
scores among the top 10%. How high an SAT score does it 
take to be eligible?
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7.2 The Normal Distribution

Example 3 (continued): Since the college takes the top 10%,  
their cutoff score is the 90th percentile. 

Draw an approximate picture like the one below.

Copyright © 2017, 2015 Pearson Education. All rights reserved. 166

7.2 The Normal Distribution

Example 3 (continued): From our picture we can see that the z-
value is between 1 and 1.5 (if we’ve judged 10% of the area 
correctly), and so the cutoff score is between 600 and 650 or 
so.
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7.2 The Normal Distribution

Example 3 (continued): Using technology, you will be able to 
select the 10% area and find the z-value directly.
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7.2 The Normal Distribution

Example 3 (continued): If you need to use a table, such as the 
one below, locate 0.90 (or as close to it as you can; here 0.8997 
is closer than 0.9015) in the interior of the table and find the 
corresponding z-score.

The 1.2 is in the left margin, and the 
0.08 is in the margin above the entry. 

Putting them together gives z = 1.28.
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7.2 The Normal Distribution

Example 3 (continued): Convert the z-score back to the 
original units.

A z-score of 1.28 is 1.28 standard deviations above the 
mean. 

Since the standard deviation is 100, that’s 128 SAT 
points. The cutoff is 128 points above the mean of 500, or 
628.

Since SAT scores are reported only in multiples of 10, 
you’d have to score at least a 630.
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7.2 The Normal Distribution

Example: Tire Company
A tire manufacturer believes that the tread life of its snow tires 
can be described by a Normal model with a mean of 32,000 
miles and a standard deviation of 2500 miles.  

If you buy a set of these tires, should you hope they’ll last 
40,000 miles or more?
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7.2 The Normal Distribution

Example: Tire Company
A tire manufacturer believes that the tread life of its snow tires 
can be described by a Normal model with a mean of 32,000 
miles and a standard deviation of 2500 miles.  

If you buy a set of these tires, should you hope they’ll last 
40,000 miles or more?

Since only 0.7% of all tires will last longer than 40,000 miles, it 
is not reasonable to expect that yours will.

40000 32000( 40000) ( 3.2) 0.0007
2500

P y P z P z

Copyright © 2017, 2015 Pearson Education. All rights reserved. 172

7.2 The Normal Distribution

Example (continued): Tire Company

A tire manufacturer believes that the tread life of its snow tires 
can be described by a Normal model with a mean of 32,000 
miles and a standard deviation of 2500 miles.  

Approximately what percent of these snow tires will last less 
than 30,000 miles?
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7.2 The Normal Distribution

Example (continued): Tire Company
A tire manufacturer believes that the tread life of its snow tires 
can be described by a Normal model with a mean of 32,000 
miles and a standard deviation of 2500 miles.  

Approximately what percent of these snow tires will last less 
than 30,000 miles?

30000 32000( 30000) ( 0.8)
2500

                     0.2119 21.19%

P y P z P z
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7.2 The Normal Distribution

Example (continued): Tire Company
A tire manufacturer believes that the tread life of its snow tires 
can be described by a Normal model with a mean of 32,000 
miles and a standard deviation of 2500 miles.  

Approximately what percent of these snow tires will last 
between 30,000 and 35,000 miles?
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7.2 The Normal Distribution

Example (continued): Tire Company
A tire manufacturer believes that the tread life of its snow tires 
can be described by a Normal model with a mean of 32,000 
miles and a standard deviation of 2500 miles.  

Approximately what percent of these snow tires will last 
between 30,000 and 35,000 miles?

30000 32000 35000 32000(30000 35000)
2500 2500

                                   ( 0.8 1.2) 0.6731 67.31%

P y P z

P z
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7.2 The Normal Distribution

Example (continued): Tire Company
A tire manufacturer believes that the tread life of its snow tires 
can be described by a Normal model with a mean of 32,000 
miles and a standard deviation of 2500 miles. 

A dealer wants to offer a refund to customers whose snow tires 
fail to reach a certain number of miles, but he can only offer this 
to no more than 1 out of 25 customers.  

What mileage can he guarantee?
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7.2 The Normal Distribution

Example (continued): Tire Company
A tire manufacturer believes that the tread life of its snow tires 
can be described by a Normal model with a mean of 32,000 
miles and a standard deviation of 2500 miles. A dealer wants to 
offer a refund to customers whose snow tires fail to reach a 
certain number of miles, but he can only offer this to no more 
than 1 out of 25 customers.  What mileage can he guarantee?

The dealer could use 27000 miles as a round number.

32000 (1.75)(2500) 27625y z
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7.3 Normal Probability Plots
The Normal probability plot is a specialized graph that can 
help decide whether the Normal model is appropriate.
If the data are approximately normal, the plot is roughly a 
diagonal straight line.  Histogram and Normal probability 
plot for gas mileage (mpg) for a Nissan Maxima are nearly 
normal, with 2 trailing low values.
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7.3 Normal Probability Plots

The Normal probability plot of a sample of men’s Weights
shows a curve, revealing skewness seen in the histogram.
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• Probability models are still just models. 

• Don’t assume everything’s Normal.

• Don’t use the Normal approximation with small n.
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What Have We Learned?

Recognize normally distributed data by making a histogram 
and checking whether it is unimodal, symmetric, and bell-
shaped, or by making a normal probability plot using 
technology and checking whether the plot is roughly a 
straight line.

• The Normal model is a distribution that will be important for 
much of the rest of this course.

• Before using a Normal model, we should check that our data 
are plausibly from a Normally distributed population.

• A Normal probability plot provides evidence that the data are 
Normally distributed if it is linear.
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What Have We Learned?

Understand how to use the Normal model to judge whether a 
value is extreme.

• Standardize values to make z-scores and obtain a standard scale. 
Then refer to a standard Normal distribution.

• Use the 68–95–99.7 Rule as a rule-of-thumb to judge whether a 
value is extreme.

Know how to refer to tables or technology to find the probability 
of a value randomly selected from a Normal model falling in any 
interval.

• Know how to perform calculations about Normally distributed 
values and probabilities.
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What Have We Learned?

Recognize when independent random Normal quantities are 
being added or subtracted.

• The sum or difference will also follow a Normal model
• The variance of the sum or difference will be the sum of the 

individual variances.
• The mean of the sum or difference will be the sum or difference, 

respectively, of the means.

Recognize when other continuous probability distributions are 
appropriate models.
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Chapter 8

Surveys and 
Sampling
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8.1 Three Ideas of Sampling
Idea 1: Sample—Examine a Part of the Whole

We’d like to know about an entire collection of individuals, 
called a population, but examining all of them is usually 
impractical, if not impossible. 

So we select a smaller group of individuals, a sample, from 
the population.
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8.1 Three Ideas of Sampling
Idea 1: Sample—Examine a Part of the Whole

A sample survey is designed to ask questions of a small     
group of people in the hope of learning something about the 
entire population.

Samples that over- or underemphasize some characteristics of 
the population are said to be biased. 

When a sample is biased, the summary characteristics of a 
sample differ from the corresponding characteristics of the 
population it is trying to represent.

To make the sample as representative as possible, select 
individuals for the sample at random.
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8.1 Three Ideas of Sampling

Idea 2: Randomize

Randomizing protects us by giving us a representative sample 
even for effects we were unaware of.

Randomizing protects us from the influences of all the features 
of our population by making sure that on average the sample 
looks like the rest of the population.

The essential feature of randomness is that the selection is “fair.”
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8.1 Three Ideas of Sampling

Idea 2: Randomize

How well can a sample represent the population from which it 
was selected?  

The table below gives results from two samples, each of 8000 
individuals at random from the population. 

Notice how the means and proportions are similar on all seven 
variables.

Copyright © 2017, 2015 Pearson Education. All rights reserved. 190

8.1 Three Ideas of Sampling

Idea 2: Randomize

If a survey is given to multiple random samples, the 
samples  will differ from each other and therefore, so will 
the responses. 

These sample-to-sample differences are referred to as 
sampling error even though no error has occurred.
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8.1 Three Ideas of Sampling

Idea 3: The Sample Size Is What Matters

The size of the sample determines what we can conclude from 
the data regardless of the size of the population. 

The size of the population doesn’t matter at all.1 

What fraction of the population you sample doesn’t matter.

It’s the sample size itself that’s important. 

1Well, that’s not exactly true. If sample is more than about 10% of the whole 
population, it can matter. It doesn’t matter whenever, as usual, our sample is a very 
small fraction of the population.

Copyright © 2017, 2015 Pearson Education. All rights reserved. 192

8.1 A Census—Does It Make Sense?

A “sample” that includes the entire population is called a  
census.

A census does not always provide the best possible information 
about the population:

• It can be difficult and impractical to complete a census.

• The population we’re studying may change.

• Taking a census can be cumbersome.
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8.2 Populations and Parameters

Models use mathematics to represent reality.

We call the key numbers in those models parameters.

A parameter used in a model for a population is called a 
population parameter.
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8.2 Populations and Parameters

Any summary found from the data is a statistic.

Sometimes, especially when we match statistics with the 
parameters they estimate, we use the term sample statistic.

A sample that estimates the corresponding parameters 
accurately is said to be representative.
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8.3 Common Sampling Designs

Simple Random Sample (SRS)
A sample drawn so that every possible sample of the size
we plan to draw has an equal chance of being selected is called 
a simple random sample, usually abbreviated SRS.

With this method each combination of individuals has an equal 
chance of being selected as well.
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8.3 Common Sampling Designs

Simple Random Sample (SRS)

A sampling frame is a list of individuals from which the sample 
will be drawn.

Once we have a sampling frame, we can assign a sequential 
number to each individual in the sampling frame and draw 
random numbers to identify those to be sampled.
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8.3 Common Sampling Designs

Simple Random Sample (SRS)

Sample-to-sample differences in the values for the variables we 
measure are called sampling variability.

Sampling variability is sometimes called sampling error, even 
though no error has taken place.

Sampling variability is not a problem; rather it is an opportunity.  
If different samples vary little from each other, then most likely 
the underlying population harbors little variation.
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8.3 Common Sampling Designs

Stratified Sampling

When we slice the population into homogeneous groups, called 
strata, use simple random sampling within each stratum, and 
combine the results at the end, this is called stratified random 
sampling.

Reduced sampling variability is the most important benefit of 
stratifying.



QTM1310/ Sharpe

100

Copyright © 2017, 2015 Pearson Education. All rights reserved. 199

8.3 Common Sampling Designs

Cluster and Multistage Sampling

Splitting the population into parts or clusters that each   
represent the population and performing a census within one    
or a few clusters at random is called cluster sampling.

We cluster to save money or even to make the study practical.  

Sampling schemes that combine several methods are called 
multistage samples.
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8.3 Common Sampling Designs

Systematic Samples

A systematic sample is created by selecting individuals 
systematically.

For example, we might select every tenth person on an 
alphabetical list of employees.

To make sure our sample is random, we still must start the 
systematic selection with a randomly selected individual.
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8.3 Common Sampling Designs

The Real Sample
When gathering real data, things can be a bit messier than in 
this somewhat idealized setting presented so far. Here are  
some things to consider.

• The population may not be as well-defined as it seems.

• Even when the population is clear, it may not be possible to 
establish an appropriate sampling frame.
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8.3 Common Sampling Designs

The Real Sample
• Usually, the practical sampling frame is not the group you 

really want to know about. 

• You won’t get responses from everyone your design 
selects.

• The who of our study keeps changing, and each constraint 
can introduce biases.
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8.3 Common Sampling Designs
Example:  At the bar
Researchers waited outside a bar they had randomly        
selected from a list of such establishments. They stopped every 
10th person who came out of the bar and asked whether he or 
she thought drinking and driving was a serious problem.  Identify 
the population of interest, population parameter, sampling frame 
and method. 

Population of interest –
Population parameter –
Sampling frame –
Method –
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8.3 Common Sampling Designs
Example:  At the bar
Researchers waited outside a bar they had randomly        
selected from a list of such establishments. They stopped every 
10th person who came out of the bar and asked whether he or 
she thought drinking and driving was a serious problem.  Identify 
the population of interest, population parameter, sampling frame 
and method. 

Population of interest – U.S. adults
Population parameter – Proportion who think drinking and driving 
is a serious problem
Sampling frame – Bar patrons
Method – Systematic sampling
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8.3 Common Sampling Designs
Example:  HR Directors
A business magazine mailed a questionnaire to the HR    
directors of all Fortune 500 companies, and received responses 
from 23% of them.  Those responding reported that they did not 
think such surveys intruded significantly on their workday.  Identify 
the population of interest, population parameter, method, and any 
biases.

Population of interest –
Population parameter –
Method  –
Bias –
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8.3 Common Sampling Designs
Example:  HR Directors
A business magazine mailed a questionnaire to the HR    
directors of all Fortune 500 companies, and received responses 
from 23% of them.  Those responding reported that they did not 
find such surveys intruded significantly on their workday.  Identify 
the population of interest, population parameter, method, and any 
biases. 

Population of interest – Fortune 500 HR directors
Population parameter – Proportion who don’t feel surveys 
intruded on their work day
Method – non random
Bias – Nonresponse.  And, hard to generalize because who 
responded is directly related to the question.
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8.3 Common Sampling Designs
Example:  Amusement Park Riders
An amusement park has opened a new roller coaster.  It is so 
popular that people are waiting for up to 3 hours for a 2-minute 
ride.  Concerned about how patrons feel about this, they survey 
every 10th person on the line for the roller coaster, starting from a 
randomly selected individual. Identify sampling frame.  Is the 
sample likely to be representative?

Sampling Frame –
Representative –
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8.3 Common Sampling Designs
Example:  Amusement Park Riders
An amusement park has opened a ne roller coaster.  It is so 
popular that people are waiting for up to 3 hours for a 2-minute 
ride.  Concerned about how patrons feel about this, they survey 
every 10th person on the line for the roller coaster, starting from a 
randomly selected individual. Identify sampling frame.  Is the 
sample likely to be representative?

Sampling Frame – Patrons in line on that day at that time.
Representative – No.  Only those who think it worth the wait are 
likely to be in line.  Also, those who don’t like roller coasters aren’t 
in the sampling frame, so the poll will not get a fair picture of 
whether park patrons feel about long lines for roller coaster rides.
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8.4 The Valid Survey

A survey that can yield the information you need about the 
population in which you are interested is a valid survey.

To help ensure a valid survey, you need to ask four questions:

• What do I want to know?

• Who are the right respondents?

• What are the right questions?

• What will be done with the results?
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8.4 The Valid Survey

Know what you want to know.

You must be clear about what you hope to learn and about
whom you hope to learn it.

Perhaps the most common error is to ask unnecessary 
questions.

The quality of the survey instrument – the questionnaire itself –
can be a source of errors.
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8.4 The Valid Survey

Use the right sampling frame.

A valid survey obtains responses from appropriate respondents.

Be sure to have a suitable sampling frame and to identify the 
population of interest.

It is important that your respondents actually know  the 
information you hope to discover.
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8.4 The Valid Survey

Ask specific rather than general questions.

Watch for biases.

If individuals who don’t respond have common characteristics, 
your sample will suffer from nonresponse bias and will no  
longer represent the population

When respondents volunteer to participate, individuals with 
the strongest feelings on either side of an issue are more likely 
to respond; those who don’t care may not bother, creating a 
voluntary response bias.
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8.4 The Valid Survey

Be careful with question phrasing.

Questions must be carefully worded.

A respondent may not understand the question the way the 
researcher intended it.
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8.4 The Valid Survey

Be careful with answer phrasing.

Inaccurate responses, known as measurement errors, occur 
when the question does not take into account all possible 
answers.

The best way to prevent measurement errors is a pilot test, in 
which a small sample is drawn from the sampling frame, and a 
draft form of the survey instrument is administered.
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8.4 The Valid Survey
Example:  Biased Questions
The following question appears on a sample survey.  Is the 
question biased?  If so, suggest changes.

“Should companies that pollute the environment be compelled 
to pay the costs of cleanup?”

Question Biased –
Suggested changes  –
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8.4 The Valid Survey
Example:  Biased Questions
The following question appears on a sample survey.  Is the 
question biased?  If so, suggest changes.

“Should companies that pollute the environment be compelled 
to pay the costs of cleanup?”

Question Biased – Yes, because of the word “pollute.”
Suggested changes  – “Should companies be responsible for the 
cost of environmental cleanup?” is a fairer question.
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8.4 The Valid Survey
Example:  Biased Questions
The following question appears on a sample survey.  Is the 
question biased?  If so, suggest changes.

“Do you think that price or quality is more important in 
selecting an MP3 player?”

Question Biased –
Suggested changes  –
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8.4 The Valid Survey
Example:  Biased Questions
The following question appears on a sample survey.  Is the 
question biased?  If so, suggest changes.

“Do you think that price or quality is more important in 
selecting an MP3 player?”

Question Biased – Seems unbiased.
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8.4 The Valid Survey
Example:  Biased Questions
The following question appears on a sample survey.  Is the 
question biased?  If so, suggest changes.

“Should a company enforce a strict dress code?”

Question Biased –
Suggested changes  –
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8.4 The Valid Survey
Example:  Biased Questions
The following question appears on a sample survey.  Is the 
question biased?  If so, suggest changes.

“Should a company enforce a strict dress code?”

Question Biased – Words such as “enforce” and “strict” bias the 
question toward the answer “no”.
Suggested changes  – “Should companies have dress codes?” is 
better phrasing.
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8.5 How to Sample Badly

Voluntary Response Sample

In a voluntary response sample, a large group of individuals is 
invited to respond, and all who do respond are counted. 

Voluntary response samples are almost always biased, and so 
conclusions drawn from them are almost always wrong.

People who choose to respond often have different 
characteristics than people who choose not to respond.
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8.5 How to Sample Badly

Convenience Sampling

In convenience sampling we simply include the individuals who 
are convenient. 

Unfortunately, this group may not be representative of the 
population.

Convenience sampling is a widespread problem in the business 
world.  Companies often turn to their own customers for 
information, but the company will never learn about those who 
don’t buy its products.
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8.5 How to Sample Badly

Bad Sampling Frame

An SRS from an incomplete sampling frame introduces bias 
because the individuals included may differ from the ones not in 
the frame.
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8.5 How to Sample Badly

Undercoverage
Many survey designs suffer from undercoverage, in which some 
portion of the population is not sampled at all or has a smaller 
representation in the sample than it has in the population.

Rather than sending out a large number of surveys for which the 
response rate will be low, it is often better to design a smaller, 
randomized survey for which you have the resources to ensure 
a high response rate.
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8.5 How to Sample Badly
Example:  Sampling Methods
We want to know what percentage of local doctors accept 
Medicaid patients.  We call the offices of 50 doctors randomly 
selected from local Yellow Pages listings.  Is this sampling 
method appropriate?  If not, identify the problem.

Method appropriate –
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8.5 How to Sample Badly
Example:  Sampling Methods
We want to know what percentage of local doctors accept 
Medicaid patients.  We call the offices of 50 doctors randomly 
selected from local Yellow Pages listings.  Is this sampling 
method appropriate?  If not, identify the problem.

Method appropriate – Depends on the Yellow Page listing used.  
If from regular listings, this is fair if all doctors are listed.  If from 
ads, then probably not as those doctors may not be typical.  Also, 
many doctors may be turning to Internet-only listings, further 
complicating the process.
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8.5 How to Sample Badly
Example:  Sampling Methods
We want to know what percentage of local businesses    
anticipate hiring additional employees in the upcoming months.  
We randomly selected a page in the local Yellow Pages and call 
every business listed there.  Is this sampling method appropriate?  
If not, identify the problem.

Method appropriate –
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8.5 How to Sample Badly
Example:  Sampling Methods
We want to know what percentage of local businesses    
anticipate hiring additional employees in the upcoming months.  
We randomly selected a page in the local Yellow Pages and call 
every business listed there.  Is this sampling method appropriate?  
If not, identify the problem.

Method appropriate – Not appropriate.  This cluster sample will 
probably contain listings for only one or two business types.
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Nonrespondents. No survey succeeds in getting responses 
from everyone. The problem is that those who don’t respond 
may differ from those who do.

Long, dull surveys. Surveys that are too long are more likely to 
be refused, reducing the response rate and biasing all the 
results. Keep it short.
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Response bias. Response bias includes the tendency of 
respondents to tailor their responses to please the interviewer 
and the consequences of slanted question wording.

Push polls. Push polls, which masquerade as surveys, present 
one side of an issue before asking a question. 
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How to Think about Biases

Look for bias in any survey. 

Spend your time and resources reducing bias.

If you possibly can, pretest or pilot your survey.

Always report your sampling methods in detail.
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What Have We Learned?

Know the three ideas of sampling.

• Examine a part of the whole: A sample can give information 
about the population.

• Randomize to make the sample representative.

• The sample size is what matters. It’s the size of the sample—
and not its fraction of the larger population—that determines 
the precision of the statistics it yields.
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What Have We Learned?

Be able to draw a Simple Random Sample (SRS) using a 
table of random digits or a list of random numbers from 
technology or an Internet site.

• In a simple random sample (SRS), every possible group of n 
individuals has an equal chance of being our sample.
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What Have We Learned?

Know the definitions of other sampling methods
• Stratified samples can reduce sampling variability by 

identifying homogeneous subgroups and then randomly 
sampling within each.

• Cluster samples randomly select among heterogeneous 
subgroups that each resemble the population at large, making 
our sampling tasks more manageable.

• Systematic samples can work in some situations and are 
often the least expensive method of sampling. But we still 
want to start them randomly.

• Multistage samples combine several random sampling 
methods.
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What Have We Learned?
Identify and avoid causes of bias.
• Nonresponse bias can arise when sampled individuals will    

not or cannot respond.
• Response bias arises when respondents’ answers might be 

affected by external influences, such as question wording or 
interviewer behavior.

• Voluntary response samples are almost always biased and 
should be avoided and distrusted.

• Convenience samples are likely to be flawed for similar 
reasons.

• Undercoverage occurs when individuals from a subgroup of 
the population are selected less often than they should be.
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Chapter 9

Sampling 
Distributions and 

Confidence 
Intervals for 
Proportions
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9.1 The Distribution of Sample Proportions

When taking a sample to investigate a population proportion, 
we must realize that our sample proportion is only one possible 
sample that we could have taken.  

To learn more about the variability of the sample proportion, we 
have to imagine how the sample proportion would vary across 
all possible samples.

One way to do that is to simulate lots of samples of the same 
size using the same population proportion.
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9.1 The Distribution of Sample Proportions

We probably will never know the value of the true proportion of 
an event in the population. But it is important to us, so we’ll give 
it a label, p for “true proportion.”

On the next slide is a histogram of 10,000 sample proportions, 
each for a random sample of size 1000, using p = 0.2 as the 
true proportion.  
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9.1 The Distribution of Sample Proportions

• Not every sample has a sample proportion equal to 0.2.
• Sample proportions bigger than 0.24 and smaller than 0.16 are rare.
• Most sample proportions are between 0.18 and 0.22.
• This histogram shows a simulation of the sampling distribution of ˆ .p
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9.2 The Sampling Distribution for Proportions

When we have only two possible outcomes for an event, label 
one of them “success” and the other “failure.”

In a simulation, we set the true proportion of successes to a 
known value, draw random samples, and then recorded
the sample proportion of successes.

Even though the ’s vary from sample to sample, they do so in a 
way that we can model and understand.

p̂
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The distribution of proportions over many independent samples 
from the same population is called the sampling distribution of 
the proportions.

For distributions that are bell-shaped and centered at the
true proportion, p, we can use the sample size n to find the 
standard deviation of the sampling distribution:

1 0.2 0.8
ˆ( ) 0.0126

1000
p p pqSD p

n n

9.2 The Sampling Distribution for Proportions
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Remember that the difference between sample proportions, 
referred to as sampling error is not really an error. It’s just the 
variability you’d expect to see from one sample to another. A 
better term might be sampling variability.

9.2 The Sampling Distribution for Proportions
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The particular Normal model,                       , is a sampling 

distribution model for the sample proportion.

, pqN p
n

It won’t work for all situations, 
but it works for most 
situations that you’ll 
encounter in practice.

9.2 The Sampling Distribution for Proportions



QTM1310/ Sharpe

123

Copyright © 2017, 2015 Pearson Education. All rights reserved. 245

9.2 The Sampling Distribution for Proportions
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How Good Is the Normal Model?

Samples of size 1 or 2 just aren’t going to work very well,
but the distributions of proportions of many larger samples have 
histograms that are remarkably close to a Normal model.

And the model becomes a better and better representation of 
the distribution of the sample proportions as the sample size 
gets bigger.

9.2 The Sampling Distribution for Proportions
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Assumptions and Conditions

Independence Assumption: The sampled values must be 
independent of each other.

Sample Size Assumption: The sample size, n, must be large 
enough.

9.2 The Sampling Distribution for Proportions
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Assumptions and Conditions

Randomization Condition: If your data come from an 
experiment, subjects should have been randomly assigned to 
treatments. 

If you have a survey, your sample should be a simple random 
sample of the population. 

If some other sampling design was used, be sure the sampling 
method was not biased and that the data are representative of 
the population.

9.2 The Sampling Distribution for Proportions
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Assumptions and Conditions

10% Condition: If sampling has not been made with 
replacement, then the sample size, n, must be no larger than 
10% of the population.

Success/Failure Condition: The sample size must be big 
enough so that both the number of “successes,” np, and the 
number of “failures,” nq, are expected to be at least 10.

9.2 The Sampling Distribution for Proportions
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Example:

Information on a packet of seeds claims that the germination 
rate is 92%.  

Are conditions met to answer the question, “What is the 
probability that more than 95% of the 160 seeds in the packet 
will germinate?”

9.2 The Sampling Distribution for Proportions
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Example:

Independence: It is reasonable to assume the seeds will 
germinate independently from each other.

Randomization: The sample of seeds can be considered a 
random sample from all seeds from this producer.

10% Condition: The packet is less than 10% of all seeds 
manufactured.

Success/Failure Condition: np = (0.92×160) = 147.2 > 10;    
nq = (0.08×160) =  12.8 > 10

9.2 The Sampling Distribution for Proportions
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Example (continued): Information on a packet of seeds claims 
that the germination rate is 92%. What is the probability that 
more than 95% of the 160 seeds in the packet will germinate?

(0.92)(0.08)0.92, 0.92, 0.021
160

N N

ˆ 0.95 0.92 1.429
ˆ( ) 0.021

p pz
SD p

9.2 The Sampling Distribution for Proportions

1.429 0.0765P z
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9.3 A Confidence Interval for a Proportion
Example:

In April 2013, a Gallop Poll found that 1495 out of 3559 
respondents thought economic conditions were getting better –
a sample proportion of     = 1495 / 3559 = 42%. 

We’d like use this sample proportion to say something about 
what proportion, p, of the entire population think that economic 
conditions are getting better.

p̂
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We know that our sampling distribution model is centered at the 
true proportion, p, and we know the standard deviation of the 
sampling distribution is given by the formula below:

We also know from the Central Limit Theorem that the shape of 
the sampling distribution is approximately Normal and we can 
use     to find the standard error. 

ˆ , where 1pqSD p q p
n

ˆ ˆ (0.42)(1 0.42)ˆ( ) 0.008
3559

pqSE p
n

p̂

9.3 A Confidence Interval for a Proportion
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Now, we use these facts to draw our best guess of the 
sampling distribution for the true proportion who think the 
economy is getting better:

Because the distribution is Normal, we expect that about 95% of 
all samples of 3559 U.S. adults would have had sample 
proportions within two SEs of p. 

That is, we are 95% sure that     is within 2×(0.008) of p.p̂

9.3 A Confidence Interval for a Proportion
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The 95% confidence interval for the true proportion of all US 
adults who think the economy is improving is given by:

9.3 A Confidence Interval for a Proportion

42.0% 2 0.8%
42.0% 1.6%
40.4%  to  43.6%
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What Can We Say about a Proportion?

Here’s what we would like to be able to say:
1) “42.0% of all U.S. adults thought the economy was 

improving.” There is no way to be sure that the population 
proportion is the same as the sample proportion.

2) “It is probably true that 42.0% of all U.S. adults thought the 
economy was improving.” We can be pretty certain that 
whatever the true proportion is, it’s probably not exactly 
42.0%.

9.3 A Confidence Interval for a Proportion
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What Can We Say about a Proportion?

3) “We don’t know the exact proportion of U.S. adults who 
thought the economy was improving but we know it is 
between 40.4% and 43.6%.” We can’t know for sure that 
the true proportion is in this interval.

4) “We don’t know the exact proportion of U.S. adults who 
thought the economy was improving but the interval from 
40.4% to 43.6% probably contains the true proportion.” This 
is close to correct, but what is meant by probably?

9.3 A Confidence Interval for a Proportion
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What Can We Say about a Proportion?

An appropriate interpretation of our confidence interval would be, 
“We are 95% confident that between 40.4% and 43.6% of U.S. 
adults thought the economy was improving.”

Statements like this are called confidence intervals.

The confidence interval calculated and interpreted here is an 
example of a one-proportion z-interval.

9.3 A Confidence Interval for a Proportion

Copyright © 2017, 2015 Pearson Education. All rights reserved. 260

What Does “95% Confidence” Really Mean?

What does it mean when we say we have 95% confidence that 
our interval contains the true proportion?

Our uncertainty is about whether the particular sample we 
have at hand is one of the successful ones or one of the 5% 
that fail to produce an interval that captures the true value.

We know the sample proportion varies from sample to sample.  
If other pollsters would have collected samples, their 
confidence intervals would have been centered at the 
proportions they observed.

9.3 A Confidence Interval for a Proportion
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What Does “95% Confidence” Really Mean?

Below we see the confidence intervals produced by 
simulating 20 samples. 
The purple dots are the 
simulated proportions of 
adults who thought the 
economy was improving. 
The orange segments show 
each sample’s confidence 
intervals. The green line 
represents the true 
proportion of the entire 
population. Note:  Not all confidence intervals 

capture the true proportion.

9.3 A Confidence Interval for a Proportion
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What Does “95% Confidence” Really Mean?

Though we will never be sure that our confidence interval 
contains the true population proportion, the Normal model 
assures us that 95% of the theoretically possible intervals 
are winners – covering the true population value – and only 
5%, on average, miss the target.

This is why we are 95% confident that our interval is a 
winner, and in writing our interpretations of intervals, we 
must be careful to say only this much.

9.3 A Confidence Interval for a Proportion
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Independence Assumption:

• Check the Randomization Condition – the data must be 
sampled at random.

• Check the 10% Condition – if less than 10% of the 
population was sampled, it is safe to proceed.

9.3 A Confidence Interval for a Proportion
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9.4 Margin of Error: Certainty vs. Precision

Our confidence interval is expressed as:

)ˆ(2ˆ pSEp

The extent of that interval on either side of     is called the 
margin of error (ME). The general confidence interval can now 
be expressed in terms of the ME.

p̂

MEestimate
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9.4 Margin of Error: Certainty vs. Precision
The more confident we want to be, the larger the margin of      
error must be.

We can be 100% confident that any proportion is between 0%   
and 100%, but we wouldn’t be very confident the interval goes 
from 41.98% to 42.02%.

Every confidence interval is a balance between certainty and 
precision.

Fortunately, we can usually be both sufficiently certain and 
sufficiently precise to make useful statements.
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9.4 Margin of Error: Certainty vs. Precision
The choice of confidence level is somewhat arbitrary, but 
you must choose that level yourself.

In practice, the most common confidence levels chosen are 
90%, 95%, and 99%.  

Any percentage may be used, but using something like 
92.9% or 97.2% might be viewed with suspicion.
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9.4 Margin of Error: Certainty vs. Precision
Critical Values 
To change the confidence level, we’ll need to change the    
number of SEs to correspond to the new level.  

For any confidence level the number of SEs we must stretch out 
on either side of      is called the critical value.

Because a critical value is based on the Normal model, we denote 
it z*. 

p̂
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9.4 Margin of Error: Certainty vs. Precision
Critical Values 
A 90% confidence interval has a critical value of 1.645. That        
is, 90% of the values are within 1.645 standard deviations from 
the mean. 
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9.4 Margin of Error: Certainty vs. Precision
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Guided Example
In March 2013, workers at the greeting card company 
Edit66, took their bosses hostage.  The company chiefs had 
informed employees who were to be laid off that they would 
not receive the severance pay they were legally entitled to.  
These incidents have been nicknamed “bossnappings,” and 
are not uncommon in France.  

What did other French adults think of this practice?  

Where they sympathetic? Understanding?  Approving? 
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Guided Example
A Paris Match poll found 45% of the French “supportive” of 
such action.  

The Paris Match poll was based on a random representative 
sample of 1010 adults. 

What can we conclude about the proportion of all French 
adults who sympathize with the practice of bossnapping?
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Guided Example (continued):
Randomization Condition: The sample was selected 
randomly.

10% Condition: The sample is certainly less than 10% of the 
population.

Success/Failure Condition:

The conditions are satisfied so a one-proportion z-interval 
using the Normal model is appropriate.

ˆ (1010)(0.37) 374 10nq

ˆ (1010)(0.63) 636 10np
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Guided Example (continued):
Construct the 95% confidence interval.

ˆ1010,  0.63

(0.63)(0.37)ˆSE( ) 0.015
1010

For a 95% confidence interval where 
the sampling model is Normal, * 1.96

n p

p

z

ˆME *SE( ) 1.96(0.015) 0.029z p

0.63 0.029 or (0.601, 0.659)
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Guided Example (continued):
Report conclusions.

The polling agency Paris Match surveyed 1010 French adults and 
asked whether they approved, were sympathetic to or 
disapproved of recent bossnapping actions.  

Although we can’t know the true proportion of French adults who 
were sympathetic (without supporting outright), based on the 
survey we can be 95% confident that between 60.1% and 65.9% 
of all French adults were.
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9.5 Choosing the Sample Size
To get a narrower confidence interval without giving up 
confidence, we must choose a larger sample.

Suppose a company wants to offer a new service and wants to 
estimate, to within 3%, the proportion of customers who are likely 
to purchase this new service with 95% confidence. How large a 
sample do they need?

To answer this question, we look at the margin of error.

n
qp

n
qpzME

ˆˆ
96.103.0

ˆˆ
*

We see that this question can’t be answered because there are 
two unknown values,     and n.p̂
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9.5 Choosing the Sample Size
We proceed by guessing the worst case scenario for    . We   
guess     is 0.50 because this makes the SD (and therefore n)        
the largest.

We may now compute n.

1.1067)5.0)(5.0(96.103.0 n
n

We can conclude that the company will need at least 1068 
respondents to keep the margin of error as small as 3% with 
confidence level 95%.

p̂
p̂
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9.5 Choosing the Sample Size
Usually a margin of error of 5% or less is acceptable. 

However, to cut the margin of error in half, you will have to 
quadruple the sample size.

The sample size in a survey is the number of respondents, not 
the number of questionnaires sent or phone numbers dialed, 
so increasing the sample size can dramatically increase the 
cost and time needed to collect the data. 
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• Don’t confuse the sampling distribution with the 
distribution of the sample.

• Beware of observations that are not independent.

• Watch out for small samples.
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• Be sure to use the right language to describe your      
confidence intervals. 

• Don’t suggest that the parameter varies. 

• Don’t claim that other samples will agree with yours. 

• Don’t be certain about the parameter. 

• Don’t forget: It’s about the parameter. 

• Don’t claim to know too much. 

• Do take responsibility. 
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Violations of Assumptions

• Watch out for biased sampling. Don’t forget the sources of 
bias in surveys.

• Think about independence. It is tough to check the 
assumption that values in a sample are mutually independent, 
but it pays to think about it.

• Be careful of sample size. The validity of the confidence 
interval for proportions may be affected by sample size.
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What Have We Learned?

Model the variation in statistics from sample to sample with 
a sampling distribution.

• The sampling distribution of the sample proportion is Normal 
as long as the sample size is large enough.

Understand that, usually, the mean of a sampling 
distribution is the value of the parameter estimated.

• For the sampling distribution of    , the mean is p.p̂
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What Have We Learned?

Interpret the standard deviation of a sampling 
distribution.

• The standard deviation of a sampling model is the most 
important information about it.

• The standard deviation of the sampling distribution of a 

proportion is             where q = 1 – p.         pq
n
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What Have We Learned?
Construct a confidence interval for a proportion, p, as the 
statistic,    , plus and minus a margin of error.

• The margin of error consists of a critical value based on the 
sampling model times a standard error based on the sample.

• The critical value is found from the Normal model.

• The standard error of a sample proportion is calculated as

p̂

ˆ ˆpq
n
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What Have We Learned?
Interpret a confidence interval correctly.

• You can claim to have the specified level of confidence that the 
interval you have computed actually covers the true value.

Understand the importance of the sample size, n, in 
improving both the certainty (confidence level) and 
precision (margin of error).

• For the same sample size and proportion, more certainty 
requires less precision and more precision requires less 
certainty.
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What Have We Learned?
Know and check the assumptions and conditions for finding     
and interpreting confidence intervals.

• Independence Assumption or Randomization Condition
• 10% Condition
• Success/Failure Condition

Be able to invert the calculation of the margin of error to find 
the sample size required, given a proportion, a confidence 
level, and a desired margin of error.

Copyright © 2017, 2015 Pearson Education. All rights reserved. 286



QTM1310/ Sharpe

144

Copyright © 2017, 2015 Pearson Education. All rights reserved. 287

Chapter 10

Testing 
Hypotheses about 

Proportions
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The Dow Jones Industrial Average closing prices for the bull 
market 1982-1986:
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Is the Dow just as likely to move higher as it is to move lower      
on any given day?

Out of the 1112 trading days in that period, the average increased 
on 573 days (sample proportion = 0.5153 or 51.53%). 

That is more “up” days than “down” days.

But is it far enough from 50% to cast doubt on the assumption of 
equally likely up or down movement?
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10.1 Hypotheses

To test whether the daily fluctuations are equally likely to 
be up as down, we assume that they are, and that any 
apparent difference from 50% is just random fluctuation.

In other words, we begin by assuming the proportion of 
days on which the DJIA increases is 50%.  This statement 
will be our null hypothesis.
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10.1 Hypotheses

The null hypothesis, H0, specifies a population model      
parameter and proposes a value for that parameter. 

We usually write a null hypothesis about a proportion in the form 
H0: p = p0. 

For our hypothesis about the DJIA, we need to test 
H0: p = 0.5.

The alternative hypothesis, HA, contains the values of the 
parameter that we consider plausible if we reject the null 
hypothesis. Our alternative is HA: p  0.5.
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10.1 Hypotheses

What would convince you that the proportion of up days 
was not 50%?

Start by finding the standard deviation of the sample 
proportion of days on which the DJIA increased.

We’ve seen 51.53% up days out of 1112 trading days.

The sample size of 1112 is big enough to satisfy the 
Success/Failure condition.

We suspect that the daily price changes are random and 
independent.
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10.1 Hypotheses

If we assume that the Dow increases or decreases with equal 
likelihood, we’ll need to center our Normal sampling model at 
a mean of 0.5. 

Then, the standard deviation of the sampling

model is:
0.5 1 0.5ˆ 0.0151112

pqSD p n

For the mean, , we use p = 0.50, and for we use the standard 
deviation of the sample proportions ˆ 0.015.SD p
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10.1 Hypotheses
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10.1 Hypotheses

How likely is it that the observed value would be 
0.5153 – 0.5 = 0.0153 units away from the assumed mean of 0.5? 

Looking at a picture, we can see that 0.5153 doesn’t look very 
surprising.
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10.1 Hypotheses

From a calculator, computer  program, or the Normal table,        
the exact probability is about 0.308. 

This is the probability of observing more than 51.53% up days    
(or more than 51.53% down days) if the null model were true.

In other words, if the chance of an up day for the Dow is 50%, 
we’d expect to see stretches of 1112 trading days with as many 
as 51.53% up days about 15.4% of the time and with as many 
as 51.53% down days about 15.4% of the time. That’s not 
terribly unusual, so there’s really no convincing evidence that 
the market did not act randomly.
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10.2 A Trial as a Hypothesis Test

We started by assuming that the probability of an up day was 
50%. 

Then we looked at the data and concluded that we couldn’t say 
otherwise because the proportion that we actually observed 
wasn’t far enough from 50%.

This is the logic of jury trials. In British common law and systems 
derived from it (including U.S. law), the null hypothesis is that the 
defendant is innocent.

The evidence takes the form of facts that seem to contradict the 
presumption of innocence. For us, this means collecting data.
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10.2 A Trial as a Hypothesis Test

The jury considers the evidence in light of the presumption of 
innocence and judges whether the evidence against the   
defendant would be plausible if the defendant were in fact
innocent.

Like the jury, we ask: “Could these data plausibly have happened 
by chance if the null hypothesis were true?”
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10.3 P-Values

The P-value is the probability of seeing the observed data            
(or something even less likely) given the null hypothesis.

A low enough P-value says that the data we have observed would 
be very unlikely if our null hypothesis were true. If you believe in 
data more than in assumptions, then when you see a low P-value 
you should reject the null hypothesis.

When the P-value is high (or just not low enough), data are 
consistent with the model from the null hypothesis, and we have 
no reason to reject the null hypothesis. Formally, we say that we 
“fail to reject” the null hypothesis.
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10.3 P-Values

What to Do with an “Innocent” Defendant

If there is insufficient evidence to convict the defendant                
(if the P-value is not low), the jury does not conclude that
the null hypothesis is true and declare that the defendant
is innocent. Juries can only fail to reject the null hypothesis and 
declare the defendant “not guilty.”

In the same way, if the data are not particularly unlikely under the 
assumption that the null hypothesis is true, then the most we can 
do is to “fail to reject” our null hypothesis.
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10.3 P-Values

Example: 

Which of the following are true? If false, explain briefly.

a.  A very low P-value provides evidence against the null hypothesis.
b.  A high P-value is strong evidence in favor of the null hypothesis.
c.  A P-value above 0.10 shows that the null hypothesis is true.
d.  If the null hypothesis is true, you can’t get a P-value below 0.01.
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10.3 P-Values

Example: 

Which of the following are true? If false, explain briefly.

a.  A very low P-value provides evidence against the null hypothesis.

True.

b.  A high P-value is strong evidence in favor of the null hypothesis.

False.  A high P-value indicates there is no evidence to reject the null 
hypothesis.  We can continue with our assumption that the null 
hypothesis is true, but we have not proved it to be true.
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10.3 P-Values

Example: 

Which of the following are true? If false, explain briefly.

c.  A P-value above 0.10 shows that the null hypothesis is true.

False.  No P-value ever shows that the null hypothesis is true (or false).

d.  If the null hypothesis is true, you can’t get a P-value below 0.01.

False.  This will happen 1 in 100 times.
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10.4 The Reasoning of Hypothesis Testing

We divide hypothesis testing into four distinct sections: 
hypotheses, model, mechanics, and conclusion.

Hypotheses

First, state the null hypothesis.
H0: parameter = hypothesized value.

The alternative hypothesis, HA, contains the values of the 
parameter we consider plausible when we reject the null.
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10.4 The Reasoning of Hypothesis Testing

Model

Specify the model for the sampling distribution of the statistic you 
will use to test the null hypothesis and the parameter of interest. 

For proportions, use the Normal model for the sampling 
distribution.

State assumptions and check any corresponding conditions. For a 
test of a proportion, the assumptions and conditions are the same 
as for a one-proportion z-interval.
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10.4 The Reasoning of Hypothesis Testing

Model

Your model step should end with a statement such as:      
Because the conditions are satisfied, we can model the    
sampling distribution of the proportion with a Normal model.
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10.4 The Reasoning of Hypothesis Testing

Each test has a name that you should include in your report. 

The test about proportions is called a one-proportion z-test.
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10.4 The Reasoning of Hypothesis Testing

Mechanics

Perform the actual calculation of our test statistic from the
data. Usually, the mechanics are handled by a statistics program 
or calculator. 

The goal of the calculation is to obtain a P-value. 

If the P-value is small enough, we’ll reject the null hypothesis.
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10.4 The Reasoning of Hypothesis Testing

Conclusions and Decisions

The primary conclusion in a formal hypothesis test is only a 
statement stating whether we reject or fail to reject that 
hypothesis.

Your conclusion about the null hypothesis should never be the 
end of the process. You can’t make a decision based solely on 
a P-value.
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10.4 The Reasoning of Hypothesis Testing

Business decisions should always take into consideration       
three things:

• the statistical significance of the test,

• the cost of the proposed action, and 

• the effect size of the statistic they observed.
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10.5 Alternative Hypotheses

In a two-sided alternative we are equally interested in 
deviations on either side of the null hypothesis value; the P-
value is the probability of deviating in either direction from 
the null hypothesis value.

An alternative hypothesis that focuses on deviations from 
the null hypothesis value in only one direction is called a 
one-sided alternative.
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Example:  
A survey of 100 CEOs finds that 60 think the economy will 
improve next year. Is there evidence that the rate is higher among 
all CEOs than the 55% reported by the public at large?

What are the appropriate hypotheses?

What conditions and assumptions must be met to proceed with 
the test?

Find the z-statistic.

Determine the P-value.

Write a conclusion in the context of the problem.
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Example:  
A survey of 100 CEOs finds that 60 think the economy will 
improve next year. Is there evidence that the rate is higher among 
all CEOs than the 55% reported by the public at large?

What are the appropriate hypotheses?

0

A

H : 0.55
H : 0.55

p
p
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Example:  
A survey of 100 CEOs finds that 60 think the economy will 
improve next year. Is there evidence that the rate is higher among 
all CEOs than the 55% reported by the public at large?

What conditions and assumptions must be met to proceed with 
the test?

Presume the 100 CEOs were randomly selected from the pool of 
all CEOs.  There are more than 1000 companies altogether, so 
100 is less than 10% of the population size.

We have 60 successes and 40 failures, both exceeding 10.

All conditions met, so we can presume the assumptions are met.



QTM1310/ Sharpe

158

Copyright © 2017, 2015 Pearson Education. All rights reserved. 315

Example:  
A survey of 100 CEOs finds that 60 think the economy will 
improve next year. Is there evidence that the rate is higher among 
all CEOs than the 55% reported by the public at large?

Find the z-statistic.

0

0 0

ˆ 0.60 0.55 1.006
1 0.55 0.55

100

p pz
p p

n
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Example:  
A survey of 100 CEOs finds that 60 think the economy will 
improve next year. Is there evidence that the rate is higher among 
all CEOs than the 55% reported by the public at large?

Determine the P-value.

P-value 1.006 0.1572P z
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Example:  
A survey of 100 CEOs finds that 60 think the economy will 
improve next year. Is there evidence that the rate is higher among 
all CEOs than the 55% reported by the public at large?

Write a conclusion in the context of the problem.

The P-value of 0.1572 is large and therefore the collected data 
were not unusual under the assumption that the null hypothesis is 
true.  Fail to reject the null hypothesis.

There is no evidence that the proportion of CEOs who think the 
economy will improve next year exceeds 55%.
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10.6 Alpha Levels and Significance

We can define a “rare event” arbitrarily by setting a threshold      
for our P-value. If our P-value falls below that point, we’ll reject   
the null hypothesis. 

We call such results statistically significant. 

The threshold is called an alpha level. Not surprisingly, it’s labeled 
with the Greek letter .
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10.6 Alpha Levels and Significance

The alpha level is also called the significance level. 

You must select the alpha level before you look at the data.
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10.6 Alpha Levels and Significance

Many statisticians think it better to report the P-value than to 
choose an alpha level and carry the decision through to a final 
reject/fail-to-reject verdict.

It’s always a good idea to report the P-value as an indication of the 
strength of the evidence.

Sometimes it’s best to report that the conclusion is not yet clear 
and to suggest that more data be gathered. In such cases, it’s an 
especially good idea to report the P-value.
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10.6 Alpha Levels and Significance

For large samples, even small, unimportant (“insignificant”)
deviations from the null hypothesis can be statistically significant. 

On the other hand, if the sample is not large enough, even large, 
financially or scientifically important differences may not be 
statistically significant.

It’s good practice to report the magnitude of the difference 
between the observed statistic value and the null hypothesis value 
(in the data units) along with the P-value.
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Shopping Patterns A new manager of a small convenience 
store randomly samples 200 purchases from last week’s sales. He 
determines that 140 of the sales were for under $10.  Is there 
evidence that more than two-thirds of all sales at this store are for 
under $10?

What are the hypotheses?
Find the z-statistic.
Find the P-value of the test statistic?
What can you conclude for the manager about sales amounts?

Example
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Shopping Patterns A new manager of a small convenience 
store randomly samples 200 purchases from last week’s sales. He 
determines that 140 of the sales were for under $10.  Is there 
evidence that more than two-thirds of all sales at this store are for 
under $10?

What are the hypotheses?  

Find the z-statistic.

0

A

2H : 0.6673
2H : 0.6673

p

p

0

0 0

ˆ 0.7 0.667 0.990
0.667 0.333

200

p pz
p q

n

Example
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Shopping Patterns A new manager of a small convenience 
store randomly samples 200 purchases from last week’s sales. He 
determines that 140 of the sales were for under $10.  Is there 
evidence that more than two-thirds of all sales at this store are for 
under $10?

What is the P-value of the test statistic?  P-value = 0.161

What do you tell the store manager about the mean sales?  Fail to 
reject the null hypothesis.  There is insufficient evidence that more 
than two-thirds of his sales are for under $10 per transaction.

Example
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10.7 Critical Values

A critical value, z*, corresponds to a selected confidence level.

Before computers and calculators were common, P-values were 
hard to find. It was easier to select a few common alpha levels 
and learn the corresponding critical values for the Normal model.

You’d calculate how many standard deviations your observed 
statistic was away from the hypothesized value and compare that 
value directly against the z* values. Any z-score larger in 
magnitude than a particular critical value will have a P-value 
smaller than the corresponding alpha.
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10.7 Critical Values

With technology, P-values are easy to find. Since they give     
more information about the strength of the evidence, you       
should report them.

Here are the traditional z* critical values from the Normal model:
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10.8 Confidence Intervals and 
Hypothesis Tests

Because confidence intervals are naturally two-sided, they 
correspond to two-sided tests. 

In general, a confidence interval with a confidence level of C% 
corresponds to a two-sided hypothesis test with an level of      
100 – C%.
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10.8 Confidence Intervals and 
Hypothesis Tests

A one-sided confidence interval leaves one side unbounded.

A one-sided confidence interval can be constructed from one side 
of the associated two-sided confidence interval.

For convenience, and to provide more information, we sometimes 
report a two-sided confidence interval even though we are 
interested in a one-sided test.
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10.8  Confidence 
Intervals and 
Hypothesis Tests

Although a 
hypothesis test can 
tell us whether the 
observed statistic 
differs from the 
hypothesized value, 
it doesn’t say by how 
much. 
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10.8 Confidence Intervals and 
Hypothesis Tests

Example:  Shopping Patterns Recall the new manager of a 
small convenience store who randomly sampled 200 purchases 
from last week’s sales. 

Given a 95% confidence interval (63.65%, 76.35%), is there 
evidence that more than two-thirds of sales are for less than $10?
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10.8 Confidence Intervals and 
Hypothesis Tests

Example:  Shopping Patterns Recall the new manager of a 
small convenience store who randomly sampled 200 purchases 
from last week’s sales. 

Given a 95% confidence interval (63.65%, 76.35%), is there 
evidence that more than two-thirds of sales are for less than $10?

Because the 95% confidence interval contains two-thirds (66.67%) 
as a plausible value, there is no evidence that more than 2/3 of all 
sales are for less than $10.  The entire interval would need to be 
above 66.67%.  

This conclusion is made at the 2.5% level of significance (why?).
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10.9 Two Types of Errors

We can make mistakes in two ways:

I. (False Hypothesis) The null hypothesis is true, but we 
mistakenly reject it.

II. (False Negative) The null hypothesis is false, but we fail to 
reject it.

These two types of errors are known as Type I and Type II errors
respectively.
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10.9 Two Types of Errors

Here’s an illustration of the situations:

When you choose level , you’re setting the probability 
of a Type I error to .
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10.9 Two Types of Errors

A test’s ability to detect a false hypothesis is called the          
power of the test.

We assign the letter to the 
probability of a Type II error.

The choice of which to pick is 
not always clear. One way to 
focus our attention is by thinking 
about the effect size. That is, ask: 
“How big a difference would 
matter?”



QTM1310/ Sharpe

168

Copyright © 2017, 2015 Pearson Education. All rights reserved. 335

*10.10 Power

Remember, we can never prove a null hypothesis is true.  

The power of a test is the probability that it correctly rejects a   
false null hypothesis.

We know that is the probability that a test fails to reject a false 
null hypothesis, so the power of the test is the complement, 1 – .

We call the distance between the null hypothesis value, p0, and 
the truth, p, the effect size.

The further p0 is from p, the greater the power.

Copyright © 2017, 2015 Pearson Education. All rights reserved. 336

*10.10 Power

Graph It!

It makes intuitive sense that the larger the effect size, the easier it 
should be to see it.

Suppose we are testing H0: p = p0 against the alternative 
HA: p > p0.

We’ll reject the null if the observed proportion p is greater than 
some critical value p*.
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*10.10 Power

The power of the test is the green region on the right of the    
lower figure.

How often we reject when it’s false depends on the effect size.  
If the true proportion were farther from the hypothesized value, 
the bottom curve would shift to the right, making the power 
greater.
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10.10 Power

Power = 1 - .

Moving the critical value to the right, reduces the probability of a 
Type I error, but increases the probability of a Type II error.  It 
correspondingly reduces the power.

The larger the true effect size, the real difference between the 
hypothesized value and the true population value, the smaller the 
chance of making a Type II error and the greater the power of the 
test.



QTM1310/ Sharpe

170

Copyright © 2017, 2015 Pearson Education. All rights reserved. 339

*10.10 Power

The upper figure shows the null hypothesis model. The lower 
figure shows the true model.
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*10.10 Power

Moving the critical value, p*, to the right reduces , but     
increases . It correspondingly reduces the power.
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*10.10 Power

If the true proportion, p, were further from the hypothesized   
value, p0, the bottom curve would shift to the right, making the 
power greater.
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*10.10 Power

Reducing Both Type I and Type II Errors

If we can make both curves narrower, then the probability
of both Type I errors and Type II errors will decrease, and the 
power of the test will increase.

The only way is to reduce the standard deviations by
increasing the sample size.

The standard deviation of the sampling distribution model 
decreases only as the square root of the sample size, so to halve 
the standard deviations, we must quadruple the sample size.
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*10.10 Power

Making the standard deviations smaller increases the power 
without changing the alpha level or the corresponding 
z-critical value.
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*10.10 Power

The only way to reduce both types of error is to collect more    
data (increase sample size).

Whenever you design a survey or experiment, it’s a good idea to 
calculate (for a reasonable level). 

Use a parameter value in the alternative that corresponds to an 
effect size that you want to be able to detect.
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• Don’t base your null hypotheses on what you see in the data.

• Don’t base your alternative hypothesis on the data either. 

• Don’t make your null hypothesis what you want to show to be 
true. 
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• Don’t forget to check the conditions.

• Don’t believe too strongly in arbitrary alpha levels.

• Don’t confuse practical and statistical significance.

• Don’t forget that in spite of all your care, you might make a 
wrong decision.
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What Have We Learned?

Know how to formulate a null and alternative hypothesis for a 
question of interest.

•   The null hypothesis specifies a parameter and a (null) value 
for that parameter.

•   The alternative hypothesis specifies a range of plausible 
values should we fail to reject the null.
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What Have We Learned?

Be able to perform a hypothesis test for a proportion.

•   The null hypothesis has the form H0: p = p0.

•   We estimate the standard deviation of the sampling 
distribution of the sample proportion by assuming that the null 
hypothesis is true:  

•   We refer the statistic to the standard Normal 
model.

ˆ
ˆ( )

p pz
SD p

0 0ˆ( ) p qSD p
n
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What Have We Learned?

Understand P-values.

•  A P-value is the estimated probability of observing a statistic 
value at least as far from the (null) hypothesized value as the 
one we have actually observed.

•  A small P-value indicates that the statistic we have observed 
would be unlikely were the null hypothesis true. That leads us to 
doubt the null.

•  A large P-value just tells us that we have insufficient evidence 
to doubt the null hypothesis. In particular, it does not prove the 
null to be true.
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What Have We Learned?

Know the reasoning of hypothesis testing.
•   State the hypotheses.
•   Determine (and check assumptions for) the sampling          

distribution model.
•   Calculate the test statistic—the mechanics.
•   State your conclusions and decisions.

Be able to decide on a two-sided or one-sided alternative 
hypothesis, and justify your decision.

Compare P-values to a pre-determined -level to decide 
whether to reject the null hypothesis.
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What Have We Learned?

Know the value of estimating and reporting the effect size.
•   A test may be statistically significant, but practically 
meaningless if the estimated effect is of trivial importance.

Be aware of the risks of making errors when testing 
hypotheses.
•   A Type I error can occur when rejecting a null hypothesis if 
that hypothesis is, in fact, true.
•   A Type II error can occur when failing to reject a null 
hypothesis if that hypothesis is, in fact, false.
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What Have We Learned?

Understand the concept of the power of a test.
•   We are particularly concerned with power when we fail to 
reject a null hypothesis.

•   The power of a test reports, for a specified effect size, the 
probability that the test would reject a false null hypothesis.

•   Remember that increasing the sample size will generally 
improve the power of any test.
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Chapter 11

Confidence 
Intervals

and Hypothesis 
Tests for Means
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11.1 The Central Limit Theorem

We know that when we sample at random, the proportions we 
get will vary from sample to sample.  The Normal model does a 
remarkably good job at summarizing all that variation.

It turns out that means also have a sampling distribution that we 
can model with a Normal model.  
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11.1 The Central Limit Theorem

Simulating the Sampling Distribution of a Mean

Here are the results of a simulated 10,000 tosses of one fair 
die:

This is called the uniform distribution.
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11.1 The Central Limit Theorem

Simulating the Sampling Distribution of a Mean

Here are the results of a simulated 10,000 tosses of two fair 
dice, averaging the numbers:

This is called the triangular distribution.  We are much more 
likely to get an average of 3, 3.5, or 4 than we are 1 or 6.
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11.1 The Central Limit Theorem

Simulating the Sampling Distribution of a Mean
Here’s a histogram of the averages for 10,000 tosses of five 
dice:

The shape of the distribution is becoming bell-shaped. In fact, 
it’s approaching the Normal model.

As the sample size 
(number of dice) gets 
larger, each sample 
average tends to become 
closer to the population 
mean. 
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11.1 The Central Limit Theorem

Simulating the Sampling Distribution of a Mean
Skipping ahead to 20 dice, we can see the Normal shape and 
much smaller spread.
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11.1 The Central Limit Theorem

The Central Limit Theorem

Central Limit Theorem (CLT): The sampling distribution of any 
mean becomes Normal as the sample size grows.

This is true regardless of the shape of the population 
distribution!

However, if the population distribution is very skewed, it may 
take a sample size of dozens or even hundreds of observations 
for the Normal model to work well.
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11.1 The Central Limit Theorem

Now we have two distributions to deal with: the real-world 
distribution of the sample, and the math-world sampling 
distribution of the statistic. Don’t confuse the two.

The Central Limit Theorem doesn’t talk about the distribution of 
the data from the sample. It talks about the sample means and 
sample proportions of many different random samples drawn 
from the same population.
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11.2 The Sampling Distribution of the Mean

Which would be more surprising, having one person in your 
Statistics class who is over 6  tall or having the mean of 100 
students taking the course be over 6 ? 

The first event is fairly rare, but finding a class of 100 whose 
mean height is over 6  tall just won’t happen.

Means have smaller standard deviations than individuals.

Copyright © 2017, 2015 Pearson Education. All rights reserved. 362

11.2 The Sampling Distribution of the Mean

The Normal model for the sampling distribution of the 
mean has a standard deviation equal to 
where is the standard deviation of the population. 

To emphasize that this is a standard deviation parameter of the 
sampling distribution model for the sample mean, , we write:

SD y
n

y

  or  SD y y
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11.2 The Sampling Distribution of the Mean
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11.2 The Sampling Distribution of the Mean
We now have two closely related sampling distribution models. 
Which one we use depends on which kind of data we have.

• When we have categorical data, we calculate a sample 
proportion, . Its sampling distribution follows a Normal model 
with a mean at the population proportion, p, and a

standard deviation

• When we have quantitative data, we calculate a sample mean.  
Its sampling distribution has a Normal model with a mean at the 
population mean, , and a standard 
deviation,  

p̂

1
ˆ( )

p p pqSD p
n n

SD y
n



QTM1310/ Sharpe

183

Copyright © 2017, 2015 Pearson Education. All rights reserved. 365

11.2 The Sampling Distribution of the Mean

Example: The mean weight of boxes shipped by a company 
is 12 lbs, with a standard deviation of 4 lbs. Boxes are 
shipped in palettes of 10 boxes. The shipper has a limit of 
150 lbs for such shipments. 

What’s the probability that a palette will exceed that limit?

Asking the probability that the total weight of a sample of 10 
boxes exceeds 150 lbs is the same as asking the probability 
that the mean weight exceeds 15 lbs.
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11.2 The Sampling Distribution of the Mean

Example (continued): First we’ll check the conditions. 

We will assume that the 10 boxes on the palette are a random 
sample from the population of boxes and that their
weights are mutually independent. 

And 10 boxes is surely less than 10% of the population of boxes 
shipped by the company.
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11.2 The Sampling Distribution of the Mean

Example (continued): Under these conditions, the CLT says 
that the sampling distribution of the sample mean has a Normal 
model with mean 12 and standard deviation

The chance that the shipper will reject a palette is only 0.0087—
less than 1%. 

4 1.26
10

SD y
n

15 12 2.38
1.26

yz
SD y

150 2.38 0.0087P y P z
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11.3 How Sampling Distribution Models Work

Standard Error

Whenever we estimate the standard deviation of a sampling 
distribution, we call it a standard error (SE).

For a sample proportion, , the standard error is:

For the sample mean, , the standard error is:

p̂

y

ˆ ˆˆ pqSE p n

sSE y
n



QTM1310/ Sharpe

185

Copyright © 2017, 2015 Pearson Education. All rights reserved. 369

The sample proportion and the sample mean are random 
quantities. We can’t know what our statistic will be because it 
comes from a random sample. 

The two basic truths about sampling distributions are:

1) Sampling distributions arise because samples vary.

2) Although we can always simulate a sampling distribution, the 
Central Limit Theorem saves us the trouble for means and 
proportions.

11.3 How Sampling Distribution Models Work
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To keep track of how the concepts we’ve seen combine, we can 
draw a diagram relating them.

We start with a 
population model, 
and label the mean of 
this model and its 
standard deviation, .

We draw one real sample (solid line) of size n and show its
histogram and summary statistics. We imagine many other 
samples (dotted lines).

11.3 How Sampling Distribution Models Work
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We imagine gathering all the means into a histogram.

The CLT tells us we can model the shape of this histogram with 
a Normal model. The mean of this Normal is , and the 
standard deviation is                   .SD y

n

11.3 How Sampling Distribution Models Work
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When we don’t know , we estimate it with the standard 
deviation of the one real sample. That gives us the standard 
error,                    .sSE y

n

11.3 How Sampling Distribution Models Work
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11.4  Gosset and the t-Distribution
We found confidence intervals for proportions to be

p̂
MEp̂

where the ME was equal to a critical value, z*,times SE(   ).

Our confidence intervals for means will be
MEy

where the ME will be a critical value times SE(   ).y
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The standard deviation of the sample mean is given below.

n
ySD )(

So we need know the true value of the population standard 
deviation .

Instead of , we will use s, the sample standard deviation from 
the data. We get the following formula for standard error.

n
sySE )(

11.4  Gosset and the t-Distribution
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Gosset’s t

William S. Gosset discovered that when he used the standard 
error              the shape of the curve was no longer Normal.

He called the new model the Student’s t, which is a model that is 
always bell-shaped, but the details change with the sample sizes.

The Student’s t-models form a family of related distributions 
depending on a parameter known as degrees of freedom.

,/ ns

11.4  Gosset and the t-Distribution
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Student’s t-models are unimodal, symmetric, and bell-
shaped, just like the Normal model.  

But t-models (solid curve below) with only a few degrees of 
freedom have a narrower peak than the Normal model 
(dashed curve below) and have much fatter tails.

As the degrees of freedom increase, 
the t-models look more and more 
like the Normal model.

11.4  Gosset and the t-Distribution
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Example:
Data from a survey of 25 randomly selected customers found a 
mean age of 31.84 years and the standard deviation was 9.84 
years. 

What is the standard error of the mean?
How would the standard error change if the sample size had 
been 100 instead of 25? (Assume that s = 9.84 years.)

11.4  Gosset and the t-Distribution
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Example:

What is the standard error of the mean?  

How would the standard error change if the sample size had 
been 100 instead of 25? (Assume that s = 9.84 years.)

( )
9.84 1.968

25
SE y

s
n

( )
9.84 0.984
100

SE y
s
n

11.4  Gosset and the t-Distribution
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11.4  Gosset and the t-Distribution
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11.5 A Confidence Interval for Means
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Degrees of Freedom – Why n – 1?

If we know the true population mean, , we can find the standard 
deviation using n instead of n – 1.

We use      instead of . For any sample,      will be as close to the data 
values as possible, and the population mean will be farther away.

If we use                     instead of                      in the equation to calculate 
s, our standard deviation will be too small. 

We compensate for this by dividing by n – 1 instead of by n.

n
y

s
2)(

yy

2)( y
2)( yy

11.5 A Confidence Interval for Means
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Finding t-Values

The Student’s t-model is different for each value of degrees of 
freedom, which depends on sample size.

In a t-table, typically we limit ourselves to 80%, 90%, 95%, and 
99% confidence levels.

We can use technology to give critical values for any number of 
degrees of freedom and for any confidence levels we need. More 
precision won’t necessarily help make good business decisions.

11.5 A Confidence Interval for Means
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Finding t-Values

A typical t-table is shown on the next slide. 

The table shows the critical values for varying degrees of 
freedom, df, and for varying confidence levels.

Since the t-models get closer to the normal as df increases, 
the final row has critical values from the Normal model and 
is labeled “ ”.

11.5 A Confidence Interval for Means
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Finding t-Values

11.5 A Confidence Interval for Means
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11.5 A Confidence Interval for Means

Example:

Data from a survey of 25 randomly selected customers found a 
mean age of 31.84 years and the standard deviation was 9.84 
years. 

Construct a 95% confidence interval for the mean.  Interpret the 
interval.
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11.5 A Confidence Interval for Means

Example:
Data from a survey of 25 randomly selected customers found a 
mean age of 31.84 years and the standard deviation was 9.84 
years. 

Interpret the interval. We’re 95% confident the true mean age of 
all customers is between 27.78 and 35.90 years.

9.84* ( ) 31.84 2.064
25

31.84 (2.064)(1.968)
                    31.84 4.062
                    (27.78, 35.90)

y t SE y
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Independence Assumption

There is no way to check independence of the data, but we 
should think about whether the assumption is reasonable.

Randomization Condition: The data arise from a random 
sample or suitably randomized experiment.

10% Condition: The sample size should be no more than 10% 
of the population. For means our samples generally are, so this 
condition will only be a problem if our population is small.

11.6 Assumptions and Conditions
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Normal Population Assumption

Student’s t-models won’t work for data that are badly skewed. 
We assume the data come from a population that follows a 
Normal model. Data being Normal is idealized, so we have a 
“nearly normal” condition we can check.

Nearly Normal Condition: The data come from a distribution 
that is unimodal and symmetric. This can be checked by 
making a histogram.

11.6 Assumptions and Conditions
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Normal Population Assumption
Nearly Normal Condition:
•For very small samples (n < 15), the data should follow a 
Normal model very closely. If there are outliers or strong 
skewness, t methods shouldn’t be used.

•For moderate sample sizes (n between 15 and 40), t methods 
will work well as long as the data are unimodal and reasonably 
symmetric.

•For sample sizes larger than 40 or 50, t methods are safe to 
use unless the data are extremely skewed. If outliers are 
present, analyses can be performed twice, with the outliers and 
without.

11.6 Assumptions and Conditions
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Normal Population Assumption

The histogram below displays the compensation of 500 CEO’s. 
We see an extremely skewed distribution. 

11.6 Assumptions and Conditions
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Normal Population Assumption

Taking many samples of 100 CEO’s, we obtain the nearly Normal 
plot below for the sample means. 

11.6 Assumptions and Conditions
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Example: Check Assumptions and Conditions
Data from a survey of 25 randomly selected customers found a 
mean age of 31.84 years and the standard deviation was 9.84 
years.  A 95% confidence interval for the mean is (27.78, 
35.90). Check conditions for this interval. 

11.6 Assumptions and Conditions



QTM1310/ Sharpe

197

Copyright © 2017, 2015 Pearson Education. All rights reserved. 393

Example: Check Assumptions and Conditions
Data from a survey of 25 randomly selected customers found a 
mean age of 31.84 years and the standard deviation was 9.84 
years.  A 95% confidence interval for the mean is (27.78, 
35.90).  Check conditions for this interval. 

Independence: Data were gathered from a random sample and 
should be independent.
10% Condition: These customers are fewer than 10% of the 
customer population.
Nearly Normal: The histogram is unimodal and approximately 
symmetric.

11.6 Assumptions and Conditions
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Cautions about Interpreting Confidence Intervals

The confidence interval is about the mean, not individual 
observations.  Interpret it as such.

Your uncertainty is about the interval, not the true mean.  The 
interval varies randomly.

Make sure to say that you’re 95% confident that your interval 
contains the true mean.  

11.6 Assumptions and Conditions
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11.7  Testing Hypotheses about Means –
the One-Sample t-Test
For testing a hypothesis about a mean, the test is based on 
the t distribution. 

Is there evidence from a sample that the mean is really 
different from some hypothesized value calls for a 
one-sample t-test for the mean.
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11.7  Testing Hypotheses about Means –
the One-Sample t-Test
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Example:  Shopping Patterns A new manager of a small 
convenience store randomly samples 20 purchases from 
yesterday’s sales. If the mean was $45.26 and the standard 
deviation was $20.67, is there evidence that the overall mean 
purchase amount is at least $40?

What are the hypotheses?
What conditions must be met?
Find the t-statistic.
What is the P-value for the test?
What can you conclude about the overall mean sales?

11.7  Testing Hypotheses about Means –
the One-Sample t-Test
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Example:  Shopping Patterns A new manager of a small 
convenience store randomly samples 20 purchases from 
yesterday’s sales. If the mean was $45.26 and the standard 
deviation was $20.67, is there evidence that the overall mean 
purchase amount is at least $40?

What are the hypotheses?

11.7  Testing Hypotheses about Means –
the One-Sample t-Test

0H : $40
H : $40A
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Example:  Shopping Patterns A new manager of a small 
convenience store randomly samples 20 purchases from 
yesterday’s sales. If the mean was $45.26 and the standard 
deviation was $20.67, is there evidence that the overall mean 
purchase amount is at least $40?

What conditions must be met?

We are told the purchases were sampled randomly, and 20 
certainly must be less than 10% of all possible purchases.

Because the sample size is 20, a histogram must be relatively 
unimodal and symmetric to continue.  Any severe skewness or 
outliers in the data would warrant investigation.

11.7  Testing Hypotheses about Means –
the One-Sample t-Test
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Example:  Shopping Patterns A new manager of a small 
convenience store randomly samples 20 purchases from 
yesterday’s sales. If the mean was $45.26 and the standard 
deviation was $20.67, is there evidence that the overall mean 
purchase amount is at least $40?

Find the t-statistic.

11.7  Testing Hypotheses about Means –
the One-Sample t-Test

$45.26 $40 1.138
$20.67 20

yt
s n
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Example:  Shopping Patterns A new manager of a small 
convenience store randomly samples 20 purchases from 
yesterday’s sales. If the mean was $45.26 and the standard 
deviation was $20.67, is there evidence that the overall mean 
purchase amount is at least $40?

What is the P-value for the test?  There are 19 degrees of freedom.

11.7  Testing Hypotheses about Means –
the One-Sample t-Test

P-value 1.138 0.1346P t
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Example:  Shopping Patterns A new manager of a small 
convenience store randomly samples 20 purchases from 
yesterday’s sales. If the mean was $45.26 and the standard 
deviation was $20.67, is there evidence that the overall mean 
purchase amount is at least $40?

What can you conclude about the overall mean sales?

Fail to reject the null hypothesis.  There is insufficient evidence 
that the mean sales is greater than $40.

11.7  Testing Hypotheses about Means –
the One-Sample t-Test
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We know that a larger sample will almost always give better 
results, but more data costs money, effort, and time.

We know how to find the margin of error for the mean.

)(*
1 ySEtME n

We also know how to find the standard error for the mean.

n
sySE )(

We can determine the sample size by solving this equation for n.

11.7  Testing Hypotheses about Means –
the One-Sample t-Test
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The equation has several values that we don’t know.  

We need to know s, but we won’t know s until we collect some 
data, and we want to calculate the sample size before we collect 
the data.

Often a “good guess” for s is sufficient.

If we have no idea what the value for s is, we could run a small 
pilot study to get some feeling for the size of the standard 
deviation.

11.7  Testing Hypotheses about Means –
the One-Sample t-Test
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Without knowing n, we don’t know the degrees of freedom, 
and we can’t find the critical value, 

One common approach is to use the corresponding z* value 
from the Normal model.

For example, if you’ve chosen a 95% confidence interval, then 
use 1.96, (or 2). 

.*
1nt

11.7  Testing Hypotheses about Means –
the One-Sample t-Test
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A formula that can be used to estimate sample size when 
working with means is given as:

11.7  Testing Hypotheses about Means –
the One-Sample t-Test

2standard deviation estimate*n z
ME
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Sample size calculations are never exact.  

The margin of error you find after collecting the data won’t match 
exactly the one you used to find n.

Before you collect data, it’s always a good idea to know whether 
the sample size is large enough to give you a good chance of 
being able to tell you what you want to know.

11.7  Testing Hypotheses about Means –
the One-Sample t-Test
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Example: Sample Size

Data from a survey of 25 randomly selected customers 
found a mean age of 31.84 years and the standard deviation 
was 9.84 years.  A 95% confidence interval for the mean is 
(27.78, 35.90) with a margin of error of 4.06.

How large a sample is needed to cut the margin of error 
down to 2?

11.7  Testing Hypotheses about Means –
the One-Sample t-Test
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Example: Sample Size

So 93 customers should be targeted for the sample to 
decrease margin of error down to 2 years.

11.7  Testing Hypotheses about Means –
the One-Sample t-Test

2

2

standard deviation estimate*

9.841.96 92.99
2

n z
ME
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First, you must decide when to use Student’s t methods. 

• Don’t confuse proportions and means. Use Normal models with 
proportions. Use Student’s t methods with means.

• Beware of multimodality. If you see this, try to separate the data 
into groups.

• Beware of skewed data. If it is skewed, try re-expressing the 
data.
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• Investigate outliers. If they are clearly in error, remove them. If 
they can’t be removed, you might run the analysis with and 
without the outlier.

• Watch out for bias. Measurements can be biased.

• Make sure data are independent. Consider whether there are 
likely violations of independence in the data collection methods.
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What Have We Learned?

Know the sampling distribution of the mean.

• To apply the Central Limit Theorem for the mean in practical 
applications, we must estimate the standard deviation. This 
standard error is

• When we use the SE, the sampling distribution that allows for 
the additional uncertainty is Student’s t.

n
sySE )(
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What Have We Learned?

Construct confidence intervals for the true mean, µ.

• A confidence interval for the mean has the form 

• The Margin of Error is

Find t* values by technology or from tables.

• When constructing confidence intervals for means, the correct 
degrees of freedom is n – 1.

 .y ME
*
dfME t SE y
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What Have We Learned?

Check the Assumptions and Conditions before using any 
sampling distribution for inference.

Write clear summaries to interpret a confidence interval.

Be able to perform a hypothesis test for a mean.

• The null hypothesis has the form

• We refer the test statistic                                  

to the Student’s t distribution with n – 1 degrees of freedom.

0 0H :

0yt
SE y
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Chapter 13

Comparing Two 
Means

Copyright © 2017, 2015 Pearson Education. All rights reserved.
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Do customers spend more using their credit card if they are 
given an incentive such as “double miles” or “double 
coupons” toward flights, hotel stays, or store purchases? 

To answer questions such as this, credit card issuers often 
perform experiments on a sample of customers, making 
them an offer of an incentive, while other customers
receive no offer. 

By comparing the performance of the two offers on the 
sample, they can decide whether the new offer would 
provide enough potential profit if they were to “roll it out” and 
offer it to their entire customer base.



QTM1310/ Sharpe

209

Copyright © 2017, 2015 Pearson Education. All rights reserved. 417

12.1 Comparing Two Means

The statistic of interest is the difference in the observed means of 
the offer and no offer groups:

What we’d really like to know is the difference of the means in the 
population at large:

Now the population model parameter of interest is the
difference between the means.

Offer No Offery y

Offer No Offer
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12.1 Comparing Two Means

In order to tell if a difference we observe in the sample means 
indicates a real difference in the underlying population means, 
we’ll need to know the sampling distribution model and standard 
deviation of the difference.

Once we know those, we can build a confidence interval and test 
a hypothesis just as we did for a single mean.
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12.1 Comparing Two Means

It’s easy to find the mean and standard deviation of the spend lift 
(increase in spending) for each of these groups, but that’s not 
what we want. 

We need the standard deviation of the difference in their means. 

For that, we can use a simple rule: If the sample means come 
from independent samples, the variance of their sum or difference 
is the sum of their variances.
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12.1 Comparing Two Means

As long as the two groups are independent, we find the standard 
deviation of the difference between the two sample means by 
adding their variances and then taking the square root:
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12.1 Comparing Two Means

Usually we don’t know the true standard deviations of the two
groups, 1 and 2, so we substitute the estimates, s1 and s2, and 
find a standard error:

We’ll use the standard error to judge how big the difference
really is.
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12.1 Comparing Two Means

Just as for a single mean, the ratio of the difference in the means 
to the standard error of that difference has a sampling
model that follows a Student’s t distribution.

The sampling model isn’t really Student’s t, but by using a special, 
adjusted degrees of freedom value, we can find a Student’s 
t-model that is so close to the right sampling distribution model 
that nobody can tell the difference. 

Since it doesn’t help our understanding, we leave it to the 
computer or calculator.
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12.1 Comparing Two Means
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12.2 The Two-Sample t-Test

To construct the hypothesis test for the difference of two 
means, we start by hypothesizing a value for the true 
difference of the means. We’ll call that hypothesized 
difference 0. 

It’s so common for that hypothesized difference to be zero 
that we often just assume 0 = 0.

We then take the ratio of the differences in the means from 
our samples to its standard error and use that ratio to find a P-
value from a Student’s t model.  
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12.2 The Two-Sample t-Test
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12.3 Assumptions and Conditions

Independence Assumption

The data in each group must be drawn independently and at 
random from each group’s own homogeneous population or 
generated by a randomized comparative experiment.

Randomization Condition: Data collected with suitable 
randomization are likely to be independent.

10% Condition: We usually check this condition only if we 
have a very small population or an extremely large sample. 
We needn’t worry about it at all for randomized experiments.
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12.3 Assumptions and Conditions

Normal Population Assumption

We need the assumption that the underlying populations are each 
Normally distributed.

Nearly Normal Condition: We must check this for both groups; 
a violation by either one violates the condition.
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12.3 Assumptions and Conditions

Independent Groups Assumption

To use the two-sample t methods, the two groups we are 
comparing must be independent of each other. 

No statistical test can verify that the groups are independent. You 
have to think about how the data were collected.
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12.4 A Confidence Interval for the
Difference Between Two Means

A hypothesis test really says nothing about the size of the 
difference. All it says is that the observed difference is large 
enough that we can be confident it isn’t zero. 

We can support our hypothesis results by constructing a 
confidence interval for the true difference in population means to 
determine if the difference is important, financially significant, or 
interesting.
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12.4 A Confidence Interval for the
Difference Between Two Means

The critical value depends on the particular confidence 
level, and on the number of degrees of freedom.

  
t
df
*
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Example: Website Design
A market analyst wants to know if a new website is showing 
increased page views per visit.  A customer is randomly sent to 
one of two different websites, offering the same products, but with 
different designs. Given statistics below, run a hypothesis test to 
determine if there is a difference in the mean number of pages 
between the two websites. 

12.2, 12.4 
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Example: Website Design

12.2, 12.4 

2 2

1 2

2 2
1 2

1 2

7.7 7.3 0.4
0.684.6 4.3

80 95

, where 163.59

0.588

y y
t df

s s
n n

0 1 2

A 1 2

H :
H :

P-Value 0.588 0.5573P t
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Example: Website Design

With a P-value = 0.5573, we fail to reject the null hypothesis.

There is no evidence, based on the two samples, that the mean 
number of webpages visited differs between Webpage 1 and 
Webpage 2.

12.2, 12.4 
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Example: Website Design
Find a 95% confidence interval for the true difference in mean  
page visits between the two websites.

12.2, 12.4 

2 2
1 2

1 2
1 2

2 2

*

(7.7 7.3) (1.9676)

                    0.4 1.338

                    ( 0.938,1.738)

, where 163.59

4.6 4.3
80 95

y y t
s s df
n n
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Example: Website Design

What does the confidence interval (–0.938, 1,738), 
say about the null hypothesis that the mean difference in page 
views from the two websites?

Since 0 is in the interval, it is a plausible value for the true 
difference in means.  This conclusion is the same reached when 
running the hypothesis test.

12.2, 12.4 
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12.5 The Pooled t-Test

If you bought a used camera in good condition from a friend, 
would you pay the same as you would if you bought the same 
item from a stranger? 

One group was told to imagine buying from a friend whom they 
expected to see again. 

The other group was told to imagine buying from a stranger.
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12.5 The Pooled t-Test

Here are the prices they offered for a used camera in good 
condition.  The researcher who designed the study was interested 
in testing the impact of friendship on negotiations.
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12.5 The Pooled t-Test

The usual null hypothesis is that there’s no difference in             
means and that’s what we’ll use for the camera purchase prices.

When we performed the t-test earlier in the chapter, we used an 
approximation formula that adjusts the degrees of freedom to a 
lower value. 

When n1 + n2 is only 15, as it is here, we don’t really want to lose 
any degrees of freedom.
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12.5 The Pooled t-Test

If we’re willing to assume that the variances of the groups are 
equal (at least when the null hypothesis is true), then we can use 
a slightly more powerful method. 

To do that, we have to pool the two variances that we estimate 
from the groups into one common, or pooled, estimate of the 
variance:
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12.5 The Pooled t-Test

Now we substitute the common pooled variance for each of                
the two variances in the standard error formula, making the                
pooled standard error formula simpler:

The formula for degrees of freedom for the Student’s t-model is 
simpler, too. Now it’s just:
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To use the pooled t-methods, you’ll need to add the Equal 
Variance Assumption that the variances of the two         
populations from which the samples have been drawn are equal. 

That is,           .2 2
1 2

12.5 The Pooled t-Test
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12.5 The Pooled t-Test



QTM1310/ Sharpe

222

Copyright © 2017, 2015 Pearson Education. All rights reserved. 443

12.5 The Pooled t-Test
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12.5 The Pooled t-Test

When Should You Use the Pooled t-Test?

Until recently, many software 
packages offered the pooled 
t-test as the default for comparing 
means of two groups and required 
you to specifically request the two-
sample t-test 
(or sometimes the misleadingly 
named “unequal variance t-test”) as 
an option. 

Be careful when using software to specify the right test.
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12.6 Paired Data

The independence assumption for the two-sample t-test is 
crucial.  But commonly, we have data on the same cases in two 
different circumstances.  Data such as these are called paired.

Paired data commonly occur as “before and after” 
measurements of some property.

Note: You should not use the two-sample (or pooled two-
sample) method when the data are paired.
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12.6 Paired Data

Because it is the difference of the pair that is interesting,              
treat the data as if there was a single variable holding these 
differences.

So, a paired t-test is just a one-sample t-test for the mean of 
the pairwise differences.

Because the paired t-test is mechanically the same as a one-
sample t-test (of the pairwise differences), the assumptions and 
conditions for the paired t-test are the same as for the one-
sample t-test.
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Paired Data Assumption

The data must be paired.

Determine from examining how the data were collected whether 
the two groups are paired or independent.

12.6 Paired Data
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Independence Assumption

It is the differences that must be independent of one another.

Randomization Condition: There is no test for independence. 
But, in an experiment, the treatments should be randomly 
assigned to subjects. 

10% Condition:  Also, if the population is finite, then the sample 
should be no more than 10% of the population.

12.6 Paired Data
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Normal Population Assumption

The population of differences should follow a Normal model.

Nearly Normal Condition: Check the Nearly Normal Condition 
using a histogram of the differences.

12.6 Paired Data
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12.7 Paired t-Methods
The paired t-test is mechanically a one-sample t-test applied 
to paired differences..
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12.7 Paired t-Methods
The paired t-test is mechanically a one-sample t-test applied 
to paired differences..
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12.7 Paired t-Methods
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Example: Enterprise Resource Planning (ERP) Systems
After a new ERP system is installed, the acceleration of the 
financial close process is measured to gauge the effectiveness of 
the new system.  Data are gathered from 8 companies who 
reported their average time (in weeks) to financial close before 
and after implementation of their ERP system.  State the 
conditions to use a paired t-test.

Paired data assumption:
Randomization condition:
Normal population assumption:

12.7 Paired t-Methods
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Example: Enterprise Resource Planning (ERP) Systems
After a new ERP system is installed, the acceleration of the 
financial close process is measured to gauge the effectiveness of 
the new system. Data are gathered from 8 companies who 
reported their average time (in weeks) to financial close before 
and after implementation of their ERP system.  State the 
conditions to use a paired t-test.

Paired data assumption:  Data are paired by company.
Randomization condition: Assume these 8 companies are 
representative of all companies who recently implemented the 
ERP system.
Normal population assumption:  A histogram is needed to be sure 
the data could have come from a normal population.

12.7 Paired t-Methods
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Example: Enterprise Resource Planning (ERP) Systems
After a new ERP system is installed, the acceleration of the 
financial close process is measured to gauge the effectiveness 
of the new system.  

Given 95% CI for mean difference (0.053, 1.847), t = 2.50  P-
value = 0.041, = 0.05, what is your conclusion to test if there 
is a difference before and after implementation of the new ERP 
system?  

12.7 Paired t-Methods
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Example: Enterprise Resource Planning (ERP) Systems
After a new ERP system is installed, the acceleration of the 
financial close process is measured to gauge the effectiveness 
of the new system.  

At = 0.05, reject the null hypothesis (P-value = 0.041).  

There is sufficient evidence that the average acceleration time 
(in weeks) of the financial close process is different after 
implementation of a new ERP system.

12.7 Paired t-Methods
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• Watch out for paired data when using the two-sample 
t-test.

• Don’t use individual confidence intervals for each group 
to test the difference between their means.

• Look at the plots.  Check for outliers and non-Normality.

• Don’t use a paired t-method when the samples aren’t 
paired.

• Don’t forget to look for outliers when using paired 
methods.
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What Have We Learned?

Know how to test whether the difference in the means of 
two independent groups is equal to some hypothesized 
value.

• The two-sample t-test is appropriate for independent groups. 
It uses a special formula for degrees of freedom.

• The Assumptions and Conditions are the same as for one-
sample inferences for means with the addition of assuming 
that the groups are independent of each other.

• The most common null hypothesis is that the means are 
equal.
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What Have We Learned?

Be able to construct and interpret a confidence interval for     
the difference between the means of two independent 
groups.

• The confidence interval inverts the t-test in the natural way.

Know how and when to use pooled t inference methods.

• There is an additional assumption that the variances of the 
two groups are equal.

• This may be a plausible assumption in a randomized 
experiment.
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What Have We Learned?

Recognize when you have paired or matched samples and            
use an appropriate inference method.

• Paired t methods are the same as one-sample t methods 
applied to the pairwise differences.

• If data are paired they cannot be independent, so two-sample 
t and pooled-t methods would not be applicable.
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Chapter 14

Inference
for Counts:

Chi-Square Tests
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13.1 Goodness-of-Fit Tests
Given the following:

1) Counts of data values in each of several categories

2) A model that predicts the distribution of the relative 
frequencies

…this question naturally arises:

“Does the actual distribution differ from the model because of 
random error, or do the differences mean that the model does 
not fit the data?”

In other words, “How good is the fit?”
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13.1 Goodness-of-Fit Tests
Example: Stock Market “Up” Days

Sample of 1110 “up” days Distribution of trading days

We wouldn’t expect the sample proportions to match the population 
distribution exactly, but are the departures, especially on Monday and 
Friday, large enough to declare there is a recognizable pattern that 
differs?

Test the hypothesis with a chi-square goodness-of-fit test.
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13.1 Goodness-of-Fit Tests
Assumptions and Condition

Counted Data Condition – The data must be counts for 
the categories of a categorical variable.

Independence Assumption

Independence Assumption – The counts should be 
independent of each other. Think about whether this is 
reasonable.

Randomization Condition – The counted individuals 
should be a random sample of the population. We need 
this condition if we want to generalize to the population.
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Sample Size Assumption

Sample Size Assumption -- There must be enough data for 
the methods to work, so check the following condition.

Expected Cell Frequency Condition – Expect at least 5 
individuals per cell.  (This should remind us of the condition that 
np and nq be at least 10 when testing proportions.)

13.1 Goodness-of-Fit Tests

Copyright © 2017, 2015 Pearson Education. All rights reserved. 466

13.1 Goodness-of-Fit Tests
Chi-Square Model

To decide if the null model is plausible, look at the 
differences between the observed values in each cell 
and the expected values in each cell, if the model were 
true.

Note that 2 “accumulates” the relative squared deviation of each 
cell from its expected value. 

So, 2 gets “big” when the model is a poor fit.  In other words 2 

gets “big” when the observed counts are very different from the 
expected counts.
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13.1 Goodness-of-Fit Tests
The Chi-Square Calculation
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The Chi-Square Calculation: Stock Market “Up” Days

13.1 Goodness-of-Fit Tests
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The Chi-Square Calculation: Stock Market “Up” Days

Using a chi-square table at a significance level of 0.05 and with 
4 degrees of freedom, we’d need a value of 9.488 or more to 
have a P-value less than 0.05.

Using technology, we find 

Do not reject the null hypothesis. There is no evidence 
that stock market up days are distributed any differently 
than would be expected on each day of the week.

13.1 Goodness-of-Fit Tests

2
4 2.7838 0.5946.P
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13.1 Goodness-of-Fit Tests
Example : Credit Cards

At a major credit card bank, the percentages of people who 
historically apply for the Silver, Gold, and Platinum cards 
are 60%, 30%, and 10% respectively.  In a recent sample 
of customers, 110 applied for Silver, 55 for Gold, and 35 for 
Platinum.  Is there evidence to suggest the percentages 
have changed?

What type of test do you conduct?

What are the expected values?

Find the test statistic and P-value.

State conclusions.
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13.1 Goodness-of-Fit Tests
Example : Credit Cards

At a major credit card bank, the percentages of people who 
historically apply for the Silver, Gold, and Platinum cards are 
60%, 30%, and 10% respectively.  In a recent sample of 
customers, 110 applied for Silver, 55 for Gold, and 35 for 
Platinum.  Is there evidence to suggest the percentages have 
changed?

What type of test do you conduct?  This is a goodness-of-fit test 
comparing a single sample to the historical distribution.

What are the 
expected values? 

Silver Gold Platinum
Observed 110 55 35
Expected 120 60 20

We expect 60% of 200 people, or 120 people, to apply for the Silver card.
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13.1 Goodness-of-Fit Tests
Example : Credit Cards

At a major credit card bank, the percentages of people who 
historically apply for the Silver, Gold, and Platinum cards are 
60%, 30%, and 10% respectively.  In a recent sample of 
customers, 110 applied for Silver, 55 for Gold, and 35 for 
Platinum.  Is there evidence to suggest the percentages have 
changed?

Find the test statistic and 
P-value.  

Using df = 2, from Table X, the P-value < 0.005.  From 
technology, P-Value = 0.0019.

2
2

 

2 2 2110 120 55 60 35 20
120 60 20

12.5

all cells

Obs Exp
Exp
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13.1 Goodness-of-Fit Tests
Example : Credit Cards

At a major credit card bank, the percentages of people who 
historically apply for the Silver, Gold, and Platinum cards are 
60%, 30%, and 10% respectively.  In a recent sample of 
customers, 110 applied for Silver, 55 for Gold, and 35 for 
Platinum.  Is there evidence to suggest the percentages have 
changed?

State conclusions.  
Reject the null hypothesis.  There is sufficient evidence that 
customers are not applying for cards in the traditional proportions.  
The distribution has changed over time.
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13.2 Interpreting Chi-Square Values
The Chi-Square Distribution

The      distribution is right-skewed and becomes broader with 
increasing degrees of freedom:

2
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When we reject a null hypothesis, we can examine the residuals 
in each cell to discover which values are extraordinary.

Because we might compare residuals for cells with very 
different counts, we should examine standardized residuals:

13.3 Examining the Residuals

Note that standardized residuals from goodness-of-fit tests are 
actually z-scores (which we already know how to interpret and 
analyze).

The 2 test are always one-sided tests.

Obs Exp
Exp
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Ordinarily, we should only analyze residuals if the chi-
square value is extraordinarily large, but we will look at the 
standardized residuals for the trading days data:

13.3 Examining the Residuals
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13.3 Examining the Residuals

As we expect, none of these values are remarkable.

The largest, Monday at –1.3176, is not impressive when viewed 
as a z-score in the context of the 68-95-99.7% rule.
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In Chapter 2, the Pew Research survey investigated the relationship 
between social networking patterns in a few countries.  Responses 
were “yes” I use social networking, “no”, and “not available”.

The natural question to ask is whether there are any differences among 
the countries.

13.4 The Chi-Square Test for Homogeneity
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We can start by looking at a stacked bar chart:

Are the differences real or just natural sampling variation?  We can test 
that hypothesis using a chi-square test for homogeneity.

13.4 The Chi-Square Test for Homogeneity
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The test for homogeneity has a null hypothesis that the distributions are 
the same for all groups.

The test examines the difference between the observed counts and the 
expected counts under the assumption of homogeneity.

We typically use a computer to determine the expected counts, 
displayed on the next slide:

13.4 The Chi-Square Test for Homogeneity
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Expected counts for each country:

The chi-square test looks for differences large enough to step beyond 
what we might expect from random sample-to-sample variation.

13.4 The Chi-Square Test for Homogeneity
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Assumptions and Conditions

13.4 The Chi-Square Test for Homogeneity

Counted Data Condition – Data must be counts

Independence Assumption – Counts need to be independent 
from each other.  Check for randomization

Randomization Condition – Random sample needed

Sample Size Assumption – There must be enough data so 
check the following condition.

Expected Cell Frequency Condition – Expect at least 5 
individuals per cell.
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Following the pattern of the goodness-of-fit test, compute 
the component for each cell:

13.4 The Chi-Square Test for Homogeneity

2

Component
Obs Exp

Exp

Then, sum the components:
2

2

 all cells

Obs Exp
Exp

The degrees of freedom are                           where R is the 
number of rows and C is the number of columns.

1 1 ,R C

Copyright © 2017, 2015 Pearson Education. All rights reserved. 484

Example: More Credit Cards

A market researcher for the credit card bank wants to know if 
the distribution of applications by card is the same for the past 
3 mailings.  She takes a random sample of 200 from each 
mailing and counts the number of applications for each type of 
card.

What type of test do you conduct? 
What are the expected values?
Find the test statistic and P-value.
State conclusions.

13.4 The Chi-Square Test for Homogeneity
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Example : More Credit Cards

A market researcher for the credit card bank wants to know if 
the distribution of applications by card is the same for the past 
3 mailings.  She takes a random sample of 200 from each 
mailing and counts the number of applications for each type of 
card.
What type of test do you conduct? A chi-square test of homogeneity.

What are the
expected values?

13.4 The Chi-Square Test for Homogeneity
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Example : More Credit Cards

A market researcher for the credit card bank wants to know 
if the distribution of applications by card is the same for the 
past 3 mailings.  She takes a random sample of 200 from 
each mailing and counts the number of applications for 
each type of card.

Find the test statistic.

Given P-value > 0.10,state conclusions.  Fail to reject the 
null.  There is insufficient evidence to suggest that the 
distributions are different for the three mailings.

13.4 The Chi-Square Test for Homogeneity

2
2

 

2 2 2120 113.33 50 51.67 40 35
...

113.33 51.67 35
2.7806

all cells

Obs Exp
Exp
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13.5 Comparing Two Proportions
When we have counts in a two-by-two table, we are really 
just comparing two proportions.

In this special case of testing the equality of two proportions, 
there is a z-test, which is equivalent and gives the same P-
value.

We can run the test using a chi-square test of homogeneity 
with 1 degree of freedom, as will be shown in the next 
example.
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13.5 Comparing Two Proportions
In Chapter 2 we saw differing reasons as to why men and 
women watch the Super Bowl:
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13.5 Comparing Two Proportions
A chi-square test of homogeneity gives 37.26, with 1 degree 
of freedom and a P-value < 0.0001, rejecting the null 
hypothesis and concluding that men and women do have 
different reasons to watch the Super Bowl.

In this example, 154/352 = 43.75% of the women and 
79/356 = 22.19% of the men watch the Super Bowl just for 
the ads.  The z-test for a difference in two proportions would 
have the same P-value as the chi-square test, reaching the 
same conclusion as above.
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13.5 Comparing Two Proportions
Confidence Interval for the Difference of Two Proportions

An advantage of working with proportions is the ability to 
develop a confidence interval for the true difference in 
proportions.  The standard error and confidence interval are:
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13.5 Comparing Two Proportions
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13.5 Comparing Two Proportions
For the Super Bowl survey:

And we can be 95% confident that between 14.82% and 
28.30% more women than men watch the Super Bowl for the 
commercials more than for the game.
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13.6 Chi-Square Test of Independence
The table below shows the importance of personal 
appearance for several age groups.

Are Age and Appearance independent, or is there a relationship?
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13.6 Chi-Square Test of Independence
A stacked bar chart suggests a relationship:

Test for independence using a chi-square test of independence.
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13.6 Chi-Square Test of Independence

The test is mechanically equivalent to the test for 
homogeneity, but with some differences in how we think about 
the data and the results:

•Homogeneity Test: one variable (Appearance) measured on 
two or more populations (countries).

•Independence Test: Two variables (Appearance and Age) 
measured on a single population.

We ask the question “Are the variables independent?” rather 
than “Are the groups homogeneous?”  This subtle distinction 
is important when drawing conclusions. 
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Assumptions and Conditions

13.6 Chi-Square Test of Independence

Counted Data Condition – Data must be counts

Independence Assumption – Counts need to be independent 
from each other.  Check for randomization

Randomization Condition – Random sample needed

Sample Size Assumption – There must be enough data so check 
the following condition.

Expected Cell Frequency Condition – Expect at least 5 
individuals per cell.
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13.6 Chi-Square Test of Independence

We can arrive at the expected counts in the same way:
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13.6 Chi-Square Test of Independence

To run the test, we use a chi-square model with 
(7 – 1)(6 – 1) = 30 degrees of freedom:
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13.6 Chi-Square Test of Independence

With the very low P-value, we reject the null hypothesis and 
conclude that attitudes on personal appearance are not 
independent of Age.  
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13.6 Chi-Square Test of Independence
Example : Automobile Manufacturers

Consumer Reports uses surveys to measure reliability in 
automobiles.  Annually they release survey results about 
problems that consumers have had with vehicles in the past 12 
months and the origin of manufacturer.  Is consumer 
satisfaction related to country of origin?
State the hypotheses.

Find the test statistic.

Given the P-value = 0.231, state your conclusion.
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13.6 Chi-Square Test of Independence
Example : Automobile Manufacturers

Consumer Reports uses surveys to measure reliability in 
automobiles.  Annually they release survey results about 
problems that consumers have had with vehicles in the past 12 
months and the origin of manufacturer.  Is consumer 
satisfaction related to country of origin?
State the 
hypotheses.

Find the test statistic.
2 2 2

2 88 83.33 79 83.33 17 16.67
...

83.33 83.33 16.67
    2.928

0

A

H : Rate of problems is independent of manufacturer's origin
H : Rate of problems is not independent of manufacturer's origin
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13.6 Chi-Square Test of Independence
Example : Automobile Manufacturers

Consumer Reports uses surveys to measure reliability in 
automobiles.  Annually they release survey results about 
problems that consumers have had with vehicles in the past 12 
months and the origin of manufacturer.  Is consumer 
satisfaction related to country of origin?

Given P-value = 0.231, state your conclusion.  

Fail to reject the null hypothesis.  There is not enough 
evidence to conclude there is an association between vehicle 
problems and origin of vehicle.
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13.6 Chi-Square Test of Independence
For the Appearance and Age example, we reject the null 
hypothesis that the variables are independent.

So, it may be of interest to know how differently two age 
groups (teens and 30-something adults) select the “very 
important” category (Appearance response 6 or 7). 

Construct a confidence interval for the true difference in 
proportions:
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13.6 Chi-Square Test of Independence
From the data table, the percentage responses for 
Appearance = 6 or 7 are as follows:

Teens: 45.18%

30-39: 39.91%

The 95% confidence interval is found below:
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Don’t use chi-square methods unless you have counts.

Beware large samples! With a sufficiently large sample size, a 
chi-square test might reject the null hypothesis even if the data 
are only nominally departed from the null model.

Don’t say that one variable “depends” on the other just 
because they’re not independent.
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What Have We Learned?

Recognize when a chi-square test of goodness of fit, 
homogeneity, or independence is appropriate.

For each test, find the expected cell frequencies.

For each test, check the assumptions and corresponding 
conditions and know how to complete the test.

• Counted data condition.
• Independence assumption; randomization makes independence more 

plausible.
• Sample size assumption with the expected cell frequency condition; expect 

at least 5 observations in each cell.
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What Have We Learned?

Interpret a chi-square test.

• Even though we might believe the model, we cannot prove that the data 
fit the model with a chi-square test because that would mean confirming 
the null hypothesis.

Examine the standardized residuals to understand what 
cells were responsible for rejecting a null hypothesis.
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What Have We Learned?

Compare two proportions.

State the null hypothesis for a test of independence and 
understand how that is different from the null hypothesis for 
a test of homogeneity.

• Both are computed the same way. You may not find both offered by your 
technology. You can use either one as long as you interpret your result 
correctly.


